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The Data Acquisition (DAQ) system of the J-PARC KOTO experiment has recently undergone
a major upgrade, increasing its throughput and adding sophisticated event selection at the High
Level Trigger (HLT). This upgrade is motivated by an ongoing beam intensity upgrade at the
accelerator, by the need of more data to improve the precision of data-driven measurements
involved in the K; — 7%V search, and to leave enough room for alternative physics searches,
such as the K; — n’e*e™ decay. The upgraded DAQ system performs event building on FPGAs,
and includes a new HLT where event reconstruction, selection, and data compression are performed
on GPUs. The main features of the DAQ system, focusing on the High Level Trigger, are presented.
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1. Introduction

The KOTO experiment is built at J-PARC with the main purpose of studying the rare decay
K; — 7%v. This CP-violating decay has a predicted branching ratio of (2.94 +0.15) x 10~ ![1],
highly suppressed in the Standard Model (SM) and with a small theoretical uncertainty. New
physics contributions even in the order of 10 ~ 30% are realistically expected to be measurable by
experiments [2].

KOTO’s sensitivity on the K; — n%v¥ decay directly depends on the amount of collected
data. To help us collect data faster, the J-PARC accelerator is undergoing a beam intensity upgrade,
eventually expecting to reach 100 kW from the original 64 kW before 2024. The increased data
rate could not be handled by the original KOTO DAQ system.

On top of the beam intensity increase, the need for a higher DAQ bandwidth is motivated
by the statistics-limited uncertainties in the measurement of the upper limit of the K; — 7°vv
branching ratio. In particular, dedicated data is needed to accurately measure the inefficiencies of
our veto detectors, or to measure the K* flux into our detector and calibrate Monte Carlo simulations

accordingly.

1.1 The KOTO detector

A schematic view of the KOTO detector is shown in Fig. 1. The kaon beam enters the decay
volume from the left, following a 2 s beam-on, 2.2 s beam-off spill cycle. A Csl calorimeter is
placed perpendicular to the beam to measure the energy and position of photons. To make sure that
no measurable particle escapes the detector undetected, the whole decay volume is surrounded by
veto detectors, shown green in Fig. 1.
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Figure 1: Schematic view of the KOTO detector.

1.2 Overview of KOTO’s DAQ system

The Csl calorimeter consists of almost 3000 channels. In total, KOTO has around 4000
channels, from where analog waveforms are continuously read out. The structure of KOTO’s DAQ
system is outlined in Fig. 2.

Analog waveforms are first digitized and buffered in the ADC modules until the L1 and L2
trigger decisions have been made. The L1 is based on the total energy deposited in the calorimeter,
and the L2 is based on the number of clusters reconstructed in the calorimeter. Different trigger
modes are defined in a trigger menu and tested every event. If both the L1 and the L2 conditions
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pass for any of the defined triggers, 64-sample waveforms are extracted from the continuous data
stream and sent to the event building block.
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Figure 2: Structure of the KOTO DAQ system. The unit G is used to abbreviate Gbps.

Optical Fiber Center (OFC)-I modules collect the output from all 16 ADCs in an ADC crate
and send the data to an OFC-II module. The OFC-IIs collect outputs from all 18 OFC-Is, building
complete events that are sent to the HLT through 40 Gbps links. Each HLT node then reconstructs
physics events and performs further event selection, as well as zero-suppression and data compres-
sion. Compressed data is then sent to a storage node, from where it is sent to the computer center
at KEK (Tsukuba, Japan) for permanent storage. The 4 Gbps average bandwidth from KOTO’s
HLT to KEKCC, as well as the limited offline storage space for the collected data, are the current
bottleneck of KOTO’s DAQ system.

2. Pipeline readout and trigger

At the most upstream side of the DAQ system, each ADC channel continuously digitizes the
incoming detector data, and has enough memory to hold it for up to 5.2 ps. Every 8-ns clock,
the energy deposited in each Csl calorimeter channel is computed by multiplying each channel’s
waveform peak height by a constant, where the constants are calibrated before physics runs with
cosmic ray data. The energy deposited in some of the veto detectors is computed as well. The
calculation results are then sent to a Trigger Master module, and if Csl and veto detector energies
match any of the triggers defined in the trigger menu, a L1 trigger is issued. The L1 decision is
evaluated every clock around 2.4 ps after the data is digitized.

The L1 signal triggers the ADCs to send clustering information to a clustering module, for the
number of clusters on the calorimeter to be counted and the L2 decision to be made. Sending this
data takes 20 clocks (0.16 ps). This represents the only dead time of the DAQ system. The L2
trigger decision is evaluated in another 2.4 ps.

If the L1 and L2 trigger conditions imposed by any of the triggers in the trigger menu are
satisfied, an event is created by cutting out a 64-clock waveform from the continuous data stream at
each ADC channel, and sending the data to the event building block.
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To compensate for loose trigger conditions and associated high trigger rate of some of the
defined triggers, prescalers are introduced to mitigate the trigger rate without biasing the data. A
prescaling factor of p would accept only one every p events passing a certain trigger.

3. The event building block

As shown in Fig. 2, the outputs of all ADCs are first collected by a layer of OFC-Is. To cope
with the instantaneous high rate, these modules have enough memory to hold up to 46 events. All 18
OFC-Is are connected to the two OFC-IIs through 4 Gbps links, making the maximum throughput
up to the HLT 50 kEvents per spill. The target OFC-II is switched event by event as also shown in
Fig. 2, so complete events are received at each OFC-II module. Event data is aligned at the OFC-IIs
and sent to the HLT through two 40 Gbps fibers per module. Each fiber targets one HLT node, so
four nodes receive data every spill.

4. The GPU-based High Level Trigger

GPUs have been introduced for the first time in KOTO’s DAQ in 2024. All event reconstruction,
selection, and data compression covered in the following sections are done on the GPU. Meanwhile,
the CPU resources are primarily focused on capturing the OFC-II data coming into the 40 Gbps
network adapter.

4.1 The 40 Gbps data capture

The 40 Gbps data capture is made possible through the open-source Netmap framework [3].
At the most upstream side of the HLT nodes, the NIC driver redirects incoming packets into eight
different RX queues, each of them leading to a small ring buffer. Another eight threads retrieve
packets from these buffers into much larger RAM buffers managed by the HLT software.

To make the data capture at 40 Gbps possible, The 16 threads involved are pinned to CPUs
belonging to the NUMA node local to the NIC adapter. The HLT RAM buffers also need to be
explicitly allocated in memory belonging to the same NUMA node.

4.2 Event reconstruction and event selection

The energy of all Csl calorimeter channels is first calculated from the integrated ADC value of
each channel’s waveform. Hit channels are then defined as those with an energy deposition above
3 MeV. Waveforms with peaks outside a certain timing window are associated with accidental hits
not related to the triggered event, and are not considered in the following stages.

Clustering is performed by utilizing an adaptation of the CLUE algorithm [4], originally
developed by CMS for their new High Granularity Calorimeter.

After clustering, event selection is performed based on the energy and position of the recon-
structed clusters. In the 2024 run, the event selection was aimed to reject low-quality events where
part of their energy is likely to have escaped the calorimeter. These are events with low total energy
deposition in the calorimeter or with reconstructed hits close to the edges of the calorimeter. The cut
thresholds were set loose, as the reduction factors coming from pedestal suppression and waveform
compression were already enough to cope with the constraints imposed by the J-PARC to KEKCC
bandwidth and the offline storage space.
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4.3 Pedestal suppression

In KOTO, not just the hit energy but the complete waveforms are recorded for each event from
all detector channels. However, from the almost 3000 CsI calorimeter channels, an average of
just 40 are hit every event. Non-hit channels output noise at pedestal level. Their waveforms are
suppressed and only the pedestal value is kept.

To avoid accidentally suppressing waveforms from noisy channels containing actual low-E hits,
waveforms from all veto detectors, as well as from Csl calorimeter channels with low-gain PMTs,
are left untouched. Exempt from being suppressed are also all waveforms from the K; — x°
trigger and from other special triggers such as the minimum bias trigger.

Vv

4.4 Lossless waveform compression

The waveforms that have not been suppressed are compressed, according to the algorithm
illustrated in Fig. 3. The original size of the uncompressed waveforms is 64 bins X 16 bits/bin (left
in Fig. 3). However, the amplitude of a waveform is in most cases small enough for the whole
waveform to be contained in 64 X N bits, with N < 16. The waveform minimum is stored apart so
the original waveform can be reconstructed offline.
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Figure 3: The lossless waveform compression principle.

Since the compression is lossless, it is applied to all waveforms of all events. The compression
alone reduces the data rate by an overall factor of three. When combined with pedestal suppression,
the reduction factor becomes larger than five.

Compressed data are directly sent from the GPU memory of the computing nodes to the storage
nodes through RDMA over ethernet. Spill data is accumulated at the storage nodes and ultimately
sent to KEK as the bandwidth allows.

5. Conclusion

The upgraded DAQ system of the KOTO experiment has been commissioned for the first time in
2024. The addition of the OFC-I and OFC-II modules increased the maximum DAQ bandwidth by a
factor of eight with respect to the previous system. This increase in bandwidth sets the DAQ system
ready for a 100 kW beam, and allows prescaling factors to be reduced in favor of event selection at
the HLT. In 2024, with an accumulated number of K, decays around half of the last period (2021),
the upgraded DAQ allowed around 9 times more data to be collected for the measurement of veto
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detector inefficiencies. Furthermore, throughout most of the beamtime period, K;, — nVete™ was
continuously collected for the first time in KOTO.

To keep up with the increased DAQ bandwidth, the new High Level Trigger nodes are capable
of capturing data at 40 Gbps. To reduce their output rate below J-PARC to KEK bandwidth and
offline storage limitations, event reconstruction, selection, and data compression are done on GPU,

leading to the rate reduction factors summarized in Fig. 4.

. HLT-input rate ! rate after compression and
Trigger (Spring 2024 physics runs) Rate after event selection ped. suppression
K, — 7w 1.5 k/spill Il Unchanged [l /3.2 |
K, — 31 (6clus) | 2.0k/spill Unchanged [ /5.3 |
Kt —7ntx 5.7 k/spill I /1.25 [ /5.4 [ |
K —37° (5cus) | 4.2 k/spill I /1.30 [ /5.3 |
K — nlete 2.4 k/spill /1.20 [ | /5.3 I
Others 1.9 k/spill 1 Unchanged [ /4.1 |
Total | 17.7 k/spill (20.0 Gbps) 17.2 Gbps 3.6 Gbps

Figure 4: Data reduction factors. Loose event selection is only applied to the K* trigger, to the K trigger
used for the veto inefficiency measurements, and to the K; — n%e*e™ trigger, reducing the overall event
rate by 14 %. The data rate is further reduced by 80 % after applying pedestal suppression and waveform
compression.

Towards the next beamtime, KOTO is planning on increasing the size of the trigger menu from
the current 8 triggers to 16, to allow for more triggers to be evaluated in parallel. A second storage
node will be also included in the HLT (shown semi-transparent in Fig. 2), providing redundancy,
doubling the temporary storage capacity at the HLT, and halving the disk I/O requirements at the
storage nodes.
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