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Experimental measurements of 𝑏-hadron decays encounter a broad spectrum of backgrounds due
to the numerous possible decay channels with similar final states. Additionally, computational
constraints limit the number of simulations to the most significant backgrounds. Identifying the
leading backgrounds requires a careful analysis of the final state particles, potential misidentifi-
cations and kinematic overlaps. This talk introduces an innovative approach utilising machine
learning to determine the critical backgrounds impacting measurements of 𝑏-hadron decays.
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1. Introduction

Performing a particle physics analysis involves simulating the processes of interest, thinking
about all the relevant backgrounds, checking possible mismodellings, etc. In this situation, human
errors can easily arise. The authors of this work intend to use Machine Learning (ML) to automatise
the workflow of analyses, and improve the accuracy of the results. While previous works focused
on the signal efficiency [1], this work focuses on the backgrounds.

Conducting an analysis in an experiment like LHCb, involves dealing with a large amount of
background candidates, due to the existence of the many 𝑏-hadrons and their corresponding decays.
Deducing the most relevant backgrounds is a non-trivial task: an important background can be
forgotten, leading to complications when trying to give an interpretation to the results. A famous
example is the measurement of the so-called 𝑅𝐾 and 𝑅𝐾∗ ratios [2] in the context of Lepton Flavour
Universality (LFU). Initial measurements showed discrepancies with respect to the expected value,
leading to various interpretations from the physics community: statistical fluctuations, a physics or
detector mismodelling, new physics, etc. The reason for the discrepancy was later found to be a
missing background.

The objective of this work is to design an algorithm based on Artificial Intelligence (AI) to
automatise the procedure of finding the most problematic backgrounds for a signal specified by the
user. This would accelerate the workflow of any analysis and reduce the risk of human errors.

2. Algorithm

Figure 1 shows a diagram of the different parts involved in the algorithm: a signal is specified
by a user, and an agent suggests some backgrounds. These backgrounds provide a reward which
describes how problematic the background is for the specified signal. The goal of the agent is
to find the backgrounds that maximise this reward. Several strategies have been explored for the
agent in this work: one is based on Genetic Algorithms (GAs) whereas the other one is based on
Reinforcement Learning (RL).

Several factors have been taken into consideration for the reward: the Branching Ratio (BR) of
the background (the probability for this certain decay to happen), a misID factor to deal with possible
misidentifications of particles, and a factor that quantifies the kinematic overlap between signal and
background. Different ML techniques have been employed in order to extract these factors: for the
BR, the Particle Data Group (PDG) [3] database is a very useful tool which compiles information
on the decays that have been measured. However, in order to be able to deal with decays not present
in the PDG, a ML model that can predict the BR has been trained. In addition, in order to extract
the kinematic overlap factor, a generative model that can estimate the momentum distribution of the
daughter particles has been trained.
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Figure 1: Diagram showing the workflow of the algorithm.

2.1 BR predicting model

A Graph Neural Network has been utilised for the BR prediction. Graphs show the property
of invariance under particle ordering, making them suitable for representing decays. In addition,
a Bayesian architecture has been employed to obtain an uncertainty on the predictions. Figure 2
shows some preliminary results: even though there is still room for improvement, for most of the
decays the order of magnitude of the BR has been correctly modelled. It is worth mentioning that
in most cases just a rough estimate is needed.

Figure 2: Predicted BR against true value for different types of decays (left), and histogram with the
resolution for the log values (right).
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2.2 Generative model

Given the masses of the daughter particles, their momentum distribution can be estimated to
obtain the kinematic overlap between signal and background. ML is already being used for fast
simulation in particle physics, for example, for the response of a calorimeter [4]. Figure 3 shows
the results for 𝐷− → 𝐾0𝑒−M𝑒 decay for a Variational Autoencoder (VAE) model trained by using
the Monte Carlo simulation as the truth. Excellent agreement between the true and the sampled
distributions can be appreciated. For the invariant mass, even the radiative tail has been correctly
modelled.
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Figure 3: True and sampled momentum distribution (left), and Dalitz plot and invariant mass derived from
it (right).

2.3 Background finder agent

Two techniques have been utilised for the background finder agent: a GAs-based approach
and a RL-based strategy. The main advantage of each approach is that GAs perform an efficient
exploration, while RL allows generalization.

2.3.1 GAs-based approach

GAs are an AI technique to solve optimization problems that are very robust with respect to
local maxima or minima, and that provide better results in problems that do not adapt properly to
traditional optimization techniques. The reward function previously described can be understood
as a fitness function to optimize, and thus GAs can be employed to obtain the most problematic
backgrounds. The individuals of the population would then represent possible backgrounds. Rep-
resenting the genes of the individuals with a tree structure allows describing the decay chain (see
Figure 4). Furthermore, in addition to the traditional variation processes (combination and muta-
tion), custom variation processes have been introduced: these processes allow to build intermediate
resonances, to make the search more efficiently based on the physical properties, and to use learnt
information in future optimization problems.
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Figure 4: Tree structure describing a decay chain.

2.3.2 RL-based approach

RL is a type of ML where an agent learns to make decisions by performing actions in an
environment to maximise cumulative rewards. It is suitable for exponentially growing spaces, out-
performing humans in games like chess and Go [5]. In the context of the background finder agent,
a ML model can be trained in order to predict the most problematic backgrounds for new signals
not seen during its training.

The state can be described by a sequence of tokens: it is initialised with the signal information;
the agent then predicts the next token in the sequence in each step (filling up the information of
the background). A token is used to represent each particle, and a few more tokens are needed
to describe the decay. For example, a parenthesis is used to represent intermediate resonances.
For the agent, transformers are an ideal architecture to deal with token sequences. In addition,
action masking has been applied to mask the tokens that do not make sense for the current state,
and thus make the exploration more efficient. A supervised pretraining of the agent has also been
incorporated to improve the learning. Finally, a GA based exploration has also been employed
during the training in order to perform a guided search towards high rewards.

2.3.3 Results

Two simple experiments have been performed by utilising GAs: in each of them, 50 different
signals have been analysed, targeting for finding the 4 most problematic backgrounds for each
signal (the so-called hall of fame in the context of GAs). For these two tests, a toy model has
been employed for the reward function. Table 1 shows the results of these experiments. In the
first experiment, the algorithm explored just 4.7% of the space and yet it found 99.5% of the most
problematic backgrounds. In the second experiment, the space size was much bigger because a
bigger set of particles was considered. This time the amount of space explored by the agent was
much smaller, and it still found 90.5% of the solutions. These tests show that GAs indeed perform
an efficient search.
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Experiment 1 Experiment 2
Space size ≃1.000.000 ≃300.000.000

Explored space 4.7% 0.16%
Found backgrounds 99.5% 90.5%

Table 1: Space size, explored space percentage and performance for the two experiments performed using
GAs.

3. Conclusions

The aim of this work is to design an algorithm that can find the most problematic backgrounds
for a signal specified by a user. This would reduce the risk of human errors in analyses in
experimental particle physics, and would also accelerate the workflow. Some preliminary results of
the different parts involved in the algorithm have been presented. These seem to be very promising,
and the authors of this work intend to continue improving the performance. For the background
finder agent, this would probably imply combining the two presented approaches in order to exploit
the generalization ability of RL and the efficient exploration of GAs. The final goal would be to
apply this tool to real case scenarios.
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