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Decision tree-based anomaly detection on FPGA
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Anomaly detection using a decision trees on field programmable gate array, FPGA, is discussed.
The decision tree-based autoencoder is trained using importance sampling of the vector space of
input variables. Using LHC-inspired simulated data samples inference is made at 30 ns using
minimal resource utilization, which is competitive to the neural network-based models, such
as variational autoencoders, that are simplified to implement on FPGA-based real-time trigger
systems.
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1. Introduction

A decision-tree-based autoencoder (DT-AE) used as an anomaly detector aimed for FPGA
implementation at the LHC was presented at ICHEP 2024. The method and results are briefly
described below. We refer the reader to Ref. [1] for more details.

For application in high energy physics, the training process is unsupervised using training
samples of Standard Model processes to produce a model. The autoencoder quantifies the similarity
of the considered event and the model, so BSM processes look anomalous with respect to the model.

The autoencoder training and inference are accomplished by density estimation of the input
variable space in two steps. For training, the first step is to iteratively partition the data sample by
boundaries found by sampling the 1d probability distribution of the sample in input variable space,
which is itself found by sampling the peaks of all input variables. These steps are illustrated using a
toy 2d dataset in Figure 1. The iterative split proceeds until the subsample contains too few events
and/or the splitting step exceeds the maximum depth specified by the user. For each partition,
the median values of each input variable for the training data are chosen as the representative
coordinates for all data in that partition. This completes the training process.
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Figure 1: Training procedure and correspondence to the deep decision tree. A 2d dataset of (𝑥, 𝑦) as input
variables is used to illustrate the 1d projections to make subsamples.

The next step is deploying the autoencoder to make inferences on incoming data. We describe
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the logical process followed by what is implemented. The first step is to categorize the input data by
identifying the partition, also called bin, in which the data point belongs. Then the representative
coordinate corresponding to that bin is returned as the estimate of the input data. Finally, for
anomaly detection, the output of the autoencoder is compared to the the input by taking the L1

metric, i.e., the sum of the absolute difference of each coordinate. This metric is chosen to simplify
the computation required for the firmware compared to, e.g., L2 with a squared sum.

However, we bypass the latent space for firmware implementation. The latent data in this
design is the bin number that identifies the partition because the decoding is a look up table that
maps the bin number to the estimated coordinate. This look up step can be bypassed by associating
the partition identification directly to the estimated coordinate without referring to the bin number.
This method is called the ∗coder (starcoder), because it encodes and decodes simultaneously. An
illustrative example of the ∗coder is given in Figure 2.
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Figure 2: An illustrative example of the ∗coder (starcoder) that encodes and decodes simultaneously. A 2d
dataset of (𝑥, 𝑦) as input variables is used to illustrate two decision tree grids (DTG) representing two trees.

The block diagram of the firmware is given in Figure 3. We refer to Ref. [3] for the details of
the parallel implementation of Deep Decision Tree Engine (DDTE).

2. Results

The performance of the DT-AE is compared to more traditional neural networked-based autoen-
coders (NN-AE) [2]. The physics and firmware performance of both approaches are comparable.
For physics, the values for the area under the roc curve (AUC) for the LHC dataset that include new
physics scenarios hover around 90% for both the DT-AE presented here as well as the NN-AE. For
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Figure 3: Block diagram of the firmware.

firmware evaluation, Xilinx VU9P FPGA (xcvu9p-flga2104-2L-e) is used. The DT-AE executes at
30 ns, which is faster by a factor of about two in comparison to the NN-AE, with 5 ns interval for
data pipelining. The fast execution comes at the cost of using 109k look up tables, but it is still a
relatively small fraction of the FPGA at 9%. Other resources are negligible at sub-1%.

Conclusions

There is an urgency in using unsupervised AI at the Large Hadron Collider experiments, as
well as other physics experiments. CMS Collaboration has already commissioned such a tool [4].
The DT-AE presented here may be useful as a viable alternative for CMS or other such experiments
with stringent latency and resource constraints.

Lastly, FPGA-based anomaly detectors leads itself to approximations in order to meet experi-
mental demands. However, there are physics considerations that can improve performance despite
the constraints, such as to consider the 𝜙 symmetry [5] and symmetries of the Lorentz group [6].
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