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The ATLAS collaboration operates a large, distributed computing infrastructure: almost 1M
cores of computing resources and over one exabyte of data are distributed across 100 computing
sites worldwide. These resources contribute significantly to the total carbon footprint of the
experiment, and they are expected to grow by a large factor as a part of the experimental upgrades
for the High-Luminosity LHC at the end of the decade. This contribution describes the efforts
underway to understand and monitor the true carbon footprint of ATLAS computing beyond power
consumption, identify opportunities for savings, and establish recommendations for the sites to
reduce their carbon footprint.
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1. Introduction

The ATLAS experiment [1, 2] is one of two large, general-purpose experiments at the Large
Hadron Collider (LHC). Over the last twenty years, the collaboration has developed and deployed a
large, distributed computing system comprising almost one million CPU cores and over one exabyte
of data stored on a combination of tape and disk [3]. These resources are spread over about 100
computing centers worldwide, including Worldwide LHC Computing Grid (WLCG) sites operated
by institutes affiliated with the experiment, as well as High-Performance Computing (HPC) centers,
commercial and academic cloud resources, and volunteer computing through BOINC.

The accelerator and the experiment will undergo extensive upgrades during the coming long
shutdown, and in 2029 High-Luminosity LHC (HL-LHC) operations are due to begin. This upgrade
includes increases in data rates and detector complexity. The CPU, disk, and tape resources of the
experiment are expected to grow by a factor of 3–5 to satisfy the demand [4]. By the planned end
of operation in 2041, an additional more than doubling of the computing resources is anticipated.
Resources for the experiment are generally requested 12–18 months before they are deployed;
within a single year, Jevon’s paradox [5] applies, but software optimization and improvements in
CPU efficiency can produce real savings compared to projections over the course of a few years.

As a host laboratory, CERN has reported on its total annual carbon footprint [6, 7]. These
reports indicate that computing is a modest fraction of the total CERN carbon footprint, around
5%, during years in which the LHC accelerator operates. Almost 80% of the total carbon footprint
is due to the accelerator complex itself. CERN draws most of its energy from the low-carbon,
nuclear-based French power grid. About 10%–20% of the total ATLAS computing resources are
at CERN [3], and many of the sites elsewhere in the world run on higher-carbon power sources.

Most studies of the carbon footprint of computing in the WLCG to date have focused on
power [8]. However, the embodied carbon footprint due to construction and shipping has been
estimated to be at least 15% of the total carbon footprint of computing [9, 10]. The importance
of embodied carbon will only grow over the coming years as western power grids de-carbonize.
Including embodied carbon, extrapolating to the HL-LHC computing needs, and including world-
wide resources [8], computing could be a large fraction of the total ATLAS carbon footprint. Its
reduction should therefore be of importance to the community.

There are many different ways in which the carbon footprint and environmental impact can
be reduced. Here, they are divided into two general categories: changes to policies and practices,
discussed in Section 2, and changes to infrastructure and hardware, discussed in Section 3.

2. Computing policies and monitoring

Several different aspects of the ATLAS computing model directly impact the total carbon
footprint. Until recently, most were considered in purely financial terms. For example, the Data
Carousel [3] allows tape storage, typically an archival storage medium, to be used more dynamically.
Data can be routinely recalled from tape to disk, and data are removed from disk when not in active
use. The Data Carousel was implemented to reduce the disk footprint of the experiment and increase
the usage of tape, which is generally less expensive. However, because tape is also lower in carbon
footprint, it is also an environmentally friendly policy.
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In some sense, the use of HPC systems is also a carbon footprint reduction mechanism. These
systems are generally built for a broad range of applications, and taking advantage of them allows
the WLCG sites to purchase fewer CPUs. The sites still provide all the storage for the experiment,
as CPU allocations on these HPC systems generally do not come with corresponding large storage
allocations. Therefore, the reduction of disk usage through more advanced compression or changes
to the data distribution policies, e.g., retaining fewer active replicas of the data on disk, is an example
of a way to reduce the total storage required and thereby reduce the carbon footprint.

There is constant examination of wasted processing, and therefore wasted carbon, within the
experiment. In some cases, data are processed and the output is never looked at. This might be
because a larger set of input data is processed than necessary, or because a bug is identified after
the processing and the data have to be reprocessed, for example. Similarly, the CPU efficiency of
production jobs is constantly monitored, and has improved by about 5% over the last 3–4 years.
The CPU efficiency is now around 90% worldwide, and over 95% when only 8-core Monte Carlo
simulation jobs are considered.1 Further optimizations are regularly integrated into the software.
One important effort aims to better understand where errors occur on the Grid. If a job crashes
during start-up, for example because of corrupt input data, then very little CPU time is consumed
before the crash. If, on the other hand, a job crashes because of corrupt output data or a transfer
failure between the compute node and intermediary storage, then significant CPU time is wasted.
The latter type of errors are most important for sites to monitor, understand, and improve when
considering the carbon footprint of the processing, even if they are significantly less common.

Some new policies being considered for resource-reduction reasons are now being examined
again with their carbon footprint in mind. For example, because of HPC systems, ATLAS has
an easier time capturing additional CPU than additional storage resources. Data reproduction on-
demand is therefore being considered to reduce the storage requirements: rather than archiving
some datasets or saving them just in case they might be needed, they can be deleted and quickly
recreated if and when necessary. In terms of reducing the storage requirements, this is quite
effective; however, in carbon terms, it is not clear whether the reproduction of the data offers an
advantage over storing the data for an extended period. The carbon footprint of the storage is
estimated to be of order 25% of the total carbon footprint of ATLAS computing, and the optimal
data reproduction threshold has not yet been identified.

Finally, one of the most important things that can be done towards the reduction of the total
carbon footprint of ATLAS computing is to make clear recommendations and build awareness of
the issue. In a recent survey, almost equal numbers of sites reported retiring old hardware in order
to reduce their carbon footprint as reported continuing to run old hardware in order to reduce their
carbon footprint. This is an obvious place where a study can be done and a recommendation can
be offered to guide sites on the best actions. Similarly, when users run data analysis, the report they
receive now includes an estimate of the carbon emitted due to their jobs [11]. A similar report is
available for production managers to estimate the carbon footprint of large-scale production tasks.
These reports currently intentionally use an average worldwide carbon intensity for several reasons,
including missing site-specific data and improving the direct connection between reduced software
run-time and reduced carbon footprint. The use of site-specific carbon intensity values in these

1This is the most common type of ATLAS job on the Grid.
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reports where available could be misleading to users in any case, since the computing resources of
the experiment are rarely idle. Should a user move their analysis jobs to target a site in an area with
lower carbon intensity, a production job would be redirected to fill the CPU left idle by the user job.

3. Infrastructure and hardware

Hardware and data-center developments that could significantly reduce the carbon footprint of
computing in general have been studied extensively (see e.g. Ref. [12]). Some aspects have been
further re-examined in the context of ATLAS to see if the conclusions still hold or can be extended.

Extrapolating to 2030, the peak availability of renewable energy in some countries is expected
to greatly exceed demand for parts, but not all, of the day [13]. This suggests that in these regions
there will be periods of very green energy, when most energy is provided by renewable power
sources, and periods of less green energy, when fossil fuel power plants are needed, more than is
the case today. The marginal carbon savings — the savings from a load reduction of a kW — can
be substantially more than the average carbon intensity in these situations. Therefore, the ability to
vary computing load dynamically could provide a useful path to carbon reduction and power cost
reduction. Several approaches to varying the computing load have been explored. The simplest is
check-pointing, where a job is simply suspended and re-started when greener power is available.
Check-pointing could also prove useful in areas where scheduled power outages are an issue.

Frequency scaling has also been explored, whereby the CPU frequency (clock speed) is reduced
when green energy is unavailable. The power consumed by a CPU is proportional to frequency,
and voltage squared, and voltage also falls when the frequency is reduced. Thus the total work-
per-Watt can be increased with a small reduction of the CPU frequency. Depending on the balance
between embodied carbon and operational carbon, e.g., power grid carbon intensity and on-site
renewable energy sources, some reduction in CPU frequency may already provide a reduced total
carbon footprint for a site. Moreover, by reducing the CPU frequency further when green energy
is unavailable, the total carbon footprint of a site can be reduced. However, to produce the same
amount of work requires additional CPUs to be procured, which means again that a balance between
embodied carbon costs and operational carbon savings must be found.

With the expansion of computing for the HL-LHC, many sites are considering building or
expanding the physical data centers in which the resources run. One of the key performance
metrics for a data center is Power Usage Efficiency (PUE), the ratio of power delivered to the data
center to power delivered to the IT components in the data center. A lower PUE is better: 1.1 is
considered good, and a PUE > 1.5 is not uncommon; around 1.5 is typical. Steel and concrete
buildings like data centers typically have a carbon cost of 200–800 kg CO2 equivalent per m2 of
floor space [14, 15]. Considering typical data center upgrade examples, it is possible to calculate
the number of years required for the carbon savings from the reduced PUE of a new data center
to exceed the carbon cost of the building itself. Considering a 10,000 m2, 5 MW data center in
California, where the power grid carbon intensity is typically around 0.12 kg CO2 equivalent per
kWh, and a PUE change from 1.2 to 1.1, in about 12 years the operational savings will exceed
the construction cost assuming constant power grid carbon intensity. For the same data center at
CERN, with a power grid carbon intensity of 0.075 kg CO2 equivalent per kWh, and a PUE change
from 1.6 to 1.1, the payoff is less than 5 years.
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The implications of these calculations, if valid, are at least two-fold. First, if the data center will
suffice for at least 10 years, it is almost always a good idea to build a new data center. Second, based
on the payoff period compared to the real data center lifetimes, the construction carbon footprint is
likely an O(10%) contribution to the total carbon footprint of computing.

Recently, the use of water cooling and waste-heat usage has been identified as an extremely
effective way to reduce the total carbon footprint of data centers [16]. The two together can reduce
the effective PUE of a data center to ∼0.6. As long as there is some infrastructure nearby that
requires heating, the construction carbon costs for the additions will be quickly overcome. Any new
data center should incorporate these technologies if feasible.

4. Outlook

Efforts are ongoing to build a more complete model of the carbon footprint of the computing
of the ATLAS experiment. Integrating the results of studies of the storage carbon footprint and its
optimization, frequency scaling and check-pointing, networking aspects, cooling systems, site power
consumption, platform adoption, and other areas should result in a more holistic understanding of the
carbon footprint and the best opportunities for its reduction. A connected education campaign will
help ensure that users, developers, and site operators and administrators are aware of environmental
issues and are using resources effectively and reducing waste in carbon-efficient ways.

It is already clear that myopic studies of limited aspects of the carbon footprint of the exper-
iment risk making harmful recommendations; for example, if power consumption were the only
consideration, the recommendation would be to purchase new hardware every year.

The goal of these studies is to make useful recommendations to sites and towards the computing
model as the HL-LHC approaches. GPU usage, storage configurations, and the trade-off between
CPU and storage are all being examined again in carbon footprint terms. At the same time,
technological changes in computing can affect these recommendations and must be accounted for,
including the de-carbonization of the power grid, the evolution of the hardware landscape, including
ARM, RISC-V, GPU, and other new processor technologies, and changes to chip packaging.

With good monitoring and careful studies, the goal of minimizing the total environmental
impact of the computing of the ATLAS experiment with minimal disruption to operational and
scientific goals should be achievable.
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