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With the approaching High Luminosity phase of the LHC programme (HL-LHC), scheduled to
start in 2030, the Offline Software and Computing group of the CMS collaboration is reviewing the
experiment’s Computing Model to ensure its readiness for the computing challenges the HL-LHC
poses. An in-depth revision of the current model, tools, and practices is being carried out, along
with a roadmap of R&D activities to evolve them. The goal is to effectively manage the available
computing resources towards a successful exploitation of the data abundance provided by the
HL-LHC.
This evolution includes a review of the data management and workflow management systems,
to ensure their scalability to the growing data volumes and level of resources required to store,
process and analyze them. Larger and more heterogeneous computing resources, both from grid
and high-performance computing centers, are being integrated to the global CMS computing
pool. Critical progress is being made also in the adoption of new data analysis infrastructures and
paradigms. Additionally, further integration of novel technologies in multiple computing areas is
being explored. This paper summarizes the status of the CMS Computing Model evolution in the
aforementioned key areas, among others.
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1. The role of Computing as enabler of Physics: present and future

The CMS experiment’s [1] success in pushing the boundaries of particle physics relies on the
evolution and adoption of advancements in multiple technologies, including computing. CMS,
along with the other LHC experiments, has been able to achieve their scientific goals largely thanks
to a sustained exploitation of the Worldwide LHC Computing Grid (WLCG), a scalable and flexible
globally distributed computing infrastructure. The WLCG ecosystem integrates resources from
dedicated grid sites, allocation-based resources contributed by high-performance computing (HPC)
facilities, and an increasing fraction of opportunistic resources. The WLCG thus provides sufficient
capacity to support the data volumes and throughput required by the CMS physics programme.

The approaching High-Luminosity LHC era (HL-LHC, by 2030) will introduce significantly
larger datasets, with more complex events due to higher pile-up conditions. Moreover, by the HL-
LHC, the upgraded CMS detector, featuring an order of magnitude increase in readout channels, will
further increase computational demands, making both simulation and event reconstruction consider-
ably more resource-intensive. Additionally, the future computing landscape is expected to be deeply
influenced by the evolving industry demands (e.g. on hardware architectures) and the requirements
from funding agencies (e.g. pressure to concentrate resources and use supercomputers).

The role of computing in the future success of HL-LHC physics is recognized in the current
process for the European Strategy for Particle Physics (ESPP) 2026 update. As expressed in the
recent Open Symposium on ESPP summary talk [2], the key mission of software and computing
infrastructure is to "facilitate the successful and timely delivery of the best possible physics results",
which "should be feasible, provided an intense and uninterrupted R&D is carried out" under
"adequate person-power and funding" being available. The future HEP computing should continue
with already successful collaborations (e.g. WLCG), while also adopting disruptive technologies
such as Artificial Intelligence (AI) and potentially Quantum Computing (QC) in the longer term.

2. The evolving CMS Computing Model

The CMS Computing Model (CM) encompasses the reconstruction, simulation, and analysis
of the large datasets produced by the CMS detector at the LHC, ensuring its exploitation to deliver
high-quality physics results. The HL-LHC challenge motivates a deep review of the current CM.
A number of active R&D projects focus on making computing at the HL-LHC scale feasible and
sustainable for CMS. The collaboration is currently finalizing a Conceptual Design Report (CDR)
based on these projects. The CDR aims at demonstrating that the CM can evolve to meet the projected
requirements of the HL-LHC physics program, considering the expected collider conditions and
upgraded detector, updating the 2022 strategy document [3]. Computing resource needs for the
HL-LHC era can be estimated by simulating future CM scenarios. Public projections presented
in 2022 [3] (Figure 1) compare predicted technology-driven capacity growth under flat funding
model (estimated at 10%-20% increment per year) to two basic scenarios: a continuation of the
current CM, and that resulting of successfully completing R&D projects to minimize computing
needs, using all available resources effectively and minimizing operational costs. However, the
most recent projected growth released by WLCG shows a slow down, with only a 11% and 7%
increment per year, evaluated over the last 3 years, for CPU and disk resources, respectively [4]. The
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Figure 1: CMS projections for resource needs compared to expected availability

upcoming CDR uses these projections to evaluate the feasibility of increasingly more aggressive
R&D scenarios.

3. Ongoing R&D projects

3.1 Distributed Infrastructures

The CMS CM has evolved beyond the original MONARC [5] tiered structure, driven by
technological advances and improved networking. Site roles have converged, and remote data
streaming (for example, of pile-up events for simulated collisions, only stored at CERN and FNAL)
now enables processing at almost any site [6]. Current trends point to concentration at fewer,
larger facilities, along with growing use of HPCs. However, while compute can be outsourced,
data must remain under CMS custody. Approaches such as data lakes and hierarchical caching will
help reduce access latency, but also increase reliance on major research networks like GEANT and
ESnet, whose continued growth is essential, especially for high-volume transatlantic traffic.

3.2 Event Generation and Simulation

High-precision measurements at the HL-LHC will require improved precision in physics gen-
erator calculations. This has triggered R&D efforts in performance improvements for generation
and simulation, e.g. vectorization and porting of matrix element calculations to GPUs. Other ini-
tiatives aim at optimizing CMS-specific code, e.g. move from Geant4 [7] to parametric simulation
(FastSim [8]) to ML simulation (FlashSim [9]). Event reconstruction time grows approximately
linearly with pile-up for current algorithms, motivating continuous R&D on code improvements
and porting to GPUs for tracks, vertex and calorimeter reconstruction algorithms.

3.3 Data Management

CMS data management (DM) policies are evolving, adapting the CM to a lower number of
replicas per data tier while ensuring data custodiality. Rucio [10], a community-developed product,
was adopted by CMS before the Run 3 as key tool to manage data transfers. Since then, the
CMS DM system has been exercised with incrementally harder Data Challenges. The 2024 Data
Challenge (DC24), targeted at 25% of HL-LHC projected needs, demonstrated CMS readiness [11],
and is to be replicated in 2027 at 50% of the required HL-LHC throughput. In preparation, mini-
challenges will exercise concrete components (e.g. data rates from/to tape endpoints at Tier-1s).
Meanwhile, technology and market trends are being watched, as a reduced number of vendors,
market contraction and costs evolution can severely affect disks and tapes as basis for our future
data storage capacity.
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3.4 Workload Management

The CMS Workload Management (WM) system is a set of central services and a pool of
distributed agents that execute CMS computing workflows. The Submission Infrastructure (SI) in
turn provides resources for all computing tasks, implementing resource to workload scheduling
according to the experiment priorities. The CMS WM is undergoing an intense review process,
firstly to assess and improve its flexibility and sustainability towards the HL-LHC. Expanded
scalability is also a requirement for both the WM and SI systems, which will need to ensure
exploitation of larger pools of resources. Already existing adaptations improving the scalability
include the use of many-core workflows combined with whole-node scheduling and the growing
fraction of CMS tasks executed as multi-step combined jobs. Another challenge for the WM and
SI systems is the successful integration and exploitation of heterogeneous computing resources,
demanding enhanced resource and tasks requirements description for an efficient matchmaking.
The future CMS WM will need to build workflows dynamically, so sub-tasks with compatible
resource requests can be executed as stages of a single job. Further improvements in CMS WM
are being sought in terms of reduced workflow time to completion, along with automation and
improved monitoring of the overall system for reduced operational cost.

3.5 Integration of HPC facilities into CMS Computing Model

HPC centers represent a source of compute capacity that can complement owned centers,
presenting a big opportunity for HEP experiments, allowing them access to new key technologies.
Moreover, funding agencies encourage LHC collaborations to use these resources, to drive the
overall computing costs down. However the integration of these HPC centers into the CMS
distributed CM is far from easy. Access and security policies differ from site to site, thus requiring
to handle technical integration case by case, resulting in an effort-consuming process. The use of
HPCs is well suited for CPU-intensive workflows (e.g. MC simulation production) but is challenging
for data-intensive workflows. Indeed, HPCs are commonly designed with limited (or non-existing)
external network connectivity from the compute nodes, with limited local storage capacity and
throughput to enable data processing at scale. Despite all this, the use of HPCs is growing in
CMS, in terms both of total CPU time dedicated to computing tasks and also in the number of HPC
facilities that can now interoperate with CMS distributed infrastructure (see e.g. [12][13]).

3.6 Use of heterogeneous resources

The experience in use of GPUs by CMS already at the LHC Run 3 for the High Level Trigger
suggests their use can have a significant impact also on offline reconstruction, tracking and particle
identification algorithms. These resources are also expected to contribute and enable the application
of AI to multiple stages of the data simulation, reconstruction and analysis. Finally, as explained, the
LHC experiments are subject to the policies in funding agencies and market trends, which signals
an increased future availability and use of accelerators in large HPC facilities.

The CMS software (CMSSW), developed over the last two decades, must now be adapted to
operate efficiently on an increasingly diverse set of heterogeneous hardware platforms. Achieving
this will be facilitated by the adoption of performance-portability solutions such as Alpaka [14],
allowing a single code base to target multiple architectures. In parallel, CMS must update its
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WM and SI systems to accommodate this new landscape and its evolving computational demands.
Two main strategies are considered: one centered on co-scheduling tasks across CPU and GPU
resources, and another based on providing heterogeneous computing “as-a-Service”, exemplified
by the SONIC project [15]. Together, these approaches aim to ensure that CMS can fully exploit
modern accelerator-based architectures. Finally, this transition demands specialized expertise, with
implications for the training of new developers and physicists entering the collaboration.

3.7 Analysis in the HL-LHC era

Analysis in the HL-LHC era will likely be centered on the deployment and use of Analysis
Facilities (AF), intended to cover future analysis needs and reduce time-to-insight [16]. These
facilities will provide analysts with dedicated resources enabling the interactive exploration of large
datasets. For example, AFs will deploy sufficiently dimensioned storage resources for volatile local
replication of popular datasets, and the compute capacity to process these datasets into customized
ntuples. CMS is already encouraging the use of centrally-produced reduced analysis data formats
such as NanoAOD, which only includes high level physics objects, but is estimated to only require
about 4kB/event in comparison to the full AOD format at 2MB/event in the HL-LHC scenario
(pile-up at 200 interactions). The analysis evolution is also ongoing in terms of the software used,
with python notebooks coupled to Dask distributed workloads, growth in the use of columnar data
types and techniques, etc. Finally, the interplay of the physicist performing the analysis with the
AF resources and software, along with the infrastructure experts is regarded as key to accelerate the
analysis process.

3.8 Artificial Intelligence for HEP

Machine Learning (ML) and, in general, Artificial Intelligence (AI) techniques are already
being applied across multiple aspects of the CMS experiment [18]. These methods provide clear
benefits in several dimensions. In terms of efficiency and cost, AI is used to accelerate event gen-
eration and simulation tasks. In performance, AI-driven classifiers improve particle identification,
tagging, and background rejection. AI is also being explored for anomaly detection at the trigger
level, enabling the identification of rare or unexpected events in real time. Moreover, large language
models (LLMs) can assist with coding and data analysis, making it easier for students and new
collaborators to participate in CMS. From a future scalability perspective, AI techniques will be
applied to computing operations, workload and data management, as well as the monitoring and
debugging of our complex distributed systems.

3.9 Environmental Sustainability

Sustainability is a strategic focus for CMS computing and WLCG at large [19], targeting more
efficient software, hardware, facilities, and workflows. Initiatives include optimizing code, using
energy-efficient hardware, improving data-center Power Usage Effectiveness (PUE), leveraging
renewable energy sources, and dynamically adjusting capacity to local energy availability. Holistic
energy accounting—including storage, failed tasks, and unnecessary operations—is emphasized,
alongside training teams for energy-aware practices and developing metrics such as physics output
per unit of energy. These efforts aim to create a greener, more sustainable CM for the HL-LHC era.
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4. Conclusions

An intense R&D program is needed in all aspects of the CMS CM to ensure that the collabora-
tion can achieve its scientific objectives by the HL-LHC. The projections for capacity growth under
a flat budget scenario appears to be slowing, motivating the CMS computing team to increase its
efforts to make future computing needs affordable and sustainable. CMS is in the final stages of
preparing the CDR document which outlines key R&D actions and presents updated projections of
resource requirements. The continuous evolution of CMS Computing throughout the LHC lifetime,
combined with a highly capable and motivated team of experts, demonstrates that these ambitious
goals can indeed be achieved, ensuring computing remains a key enabler of the experiment’s physics
program.
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