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Accelerating MC simulations using FPGAs and ACAPs
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The ever-increasing need of event generation in particle physics that is required by physics analysis
of the LHC data requires innovative techniques to reduce both time and power consumption. We
present a study to demonstrate the use of FPGAs and ACAPs to accelerate event generation
using MadGraph. We evaluate the performance in terms of the execution time and the power
consumption, as the tested devices have a potential of reducing both when compared to other
acceleration hardware such as GPUs. The inherent complexity of high-precision event generation
suggests that not all the acceleration is well-suited for FPGAs, however certain calculations may
benefit from the use of these technologies. Experimental evaluation is ongoing, but preliminary
assessments suggest promising results compared to CPU/GPU implementations. This potential
improvement could enable the execution of more complex simulations within shorter time frames.
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1. Introduction

Monte Carlo (MC) event generation is a cornerstone of particle physics analysis at the Large
Hadron Collider (LHC). The HL-LHC era will demand unprecedented computational resources
for event simulation, with estimates suggesting a factor of 10 increase in computing needs [1].
Traditional CPU-based solutions face challenges in meeting these demands while maintaining
acceptable power consumption levels.

Significant efforts have been made to port physics event generators to modern hardware archi-
tectures. The MadGraph5_aMC@NLO collaboration [3] has undertaken a major re-engineering
effort to enable efficient execution on GPUs and optimize performance on vector CPUs [2]. This
work has demonstrated the feasibility of accelerating matrix element calculations on GPUs, achiev-
ing significant speedups through CUDA implementations and SIMD vectorization. Recent work
has also explored FPGA acceleration using High-Level Synthesis (HLS), demonstrating promising
results for simpler processes such as 𝑒+𝑒− → 𝜇+𝜇− on Alveo accelerator cards [4]. However,
extending these approaches to more complex processes remains an open challenge.

Field-Programmable Gate Arrays (FPGAs) and Adaptive Compute Acceleration Platforms
(ACAPs), such as AMD Versal devices, offer unique advantages: high energy efficiency, determin-
istic latency, and massive parallelism through custom dataflow architectures [5]. This work presents
a feasibility study of accelerating MadGraph5_aMC@NLO [6] matrix element calculations using
AMD Versal AI Engine (AIE) technology, targeting the more complex 𝑔𝑔 → 𝑡𝑡𝑔 process as a
representative physics benchmark.

2. Physics Process and Platform

2.1 The 𝑔𝑔 → 𝑡𝑡𝑔 Process

The gluon-gluon to top-antitop-gluon process (𝑔𝑔 → 𝑡𝑡𝑔) involves 5 external particles, 16
Feynman diagrams, and 6 color configurations. The matrix element calculation requires evaluating
HELAS vertex functions (VVV, FFV, VVVV) combined through propagators with Breit-Wigner
widths for the top quark (𝑚𝑡 = 173 GeV, Γ𝑡 = 1.49 GeV).

2.2 Target Platform: AMD Versal ACAP

The implementation targets the AMD Versal ACAP with the VC1902 device, featuring an AI
Engine array with 400 VLIW processor tiles (combining SIMD vector and RISC scalar processors),
Programmable Logic (PL) fabric, and ARM Cortex-A72 processors for host control.

3. Architecture Design

3.1 Workload Partitioning

External wavefunction calculations (ixxxxx, oxxxxx, vxxxxx) are performed on the host
CPU, while compute-intensive vertex functions (VVV, FFV, VVVV), propagator calculations, and
color amplitude accumulation are offloaded to the AIE. This partitioning minimizes data transfer
overhead while leveraging AIE’s strengths in vectorized complex arithmetic.
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Figure 1: VCK190 Versal platform architecture. Data flows from DDR through PL data movers
(mm2s/s2mm) to the AI Engine (AIE) array. M parallel lanes process independent events through N-
stage pipelines. Diagram produced by the authors.

3.2 AIE Pipeline Architecture

The implementation employs a configurable N-stage pipeline architecture with M parallel
processing lanes for event-level parallelism. Each lane processes complete events with full 4-
momentum wavefunctions—the lanes operate independently on different events. Cascade interfaces
provide low-latency inter-kernel communication, and the 16 Feynman diagrams are distributed
across pipeline stages as shown in Figure 2.

The choice of N involves a trade-off: increasing N distributes diagrams across more stages,
reducing computation per kernel but increasing the total number of AIE tiles used (𝑀 × 𝑁 per
processing core). Conversely, decreasing N concentrates more work per kernel, using fewer tiles
but potentially increasing per-event latency. The optimal N balances payload per core against
available parallelism.

Input core_in
(k[0])

core_mid
(k[1])

... core_mid
(k[N-2])

core_out
(k[N-1]) Output

cascade

N pipeline stages (configurable)

Figure 2: Single processing lane architecture distributing 16 Feynman diagrams across N configurable stages
with cascade interfaces. M such lanes run in parallel, each processing independent events.

The input consists of 96 complex floats (768 bytes) per event representing pre-computed
wavefunctions, while the output is 8 complex floats (64 bytes) containing the 6 color amplitudes.

AIE kernel optimizations include: native SIMD vector types for complex arithmetic, fused
multiply-accumulate (FMA) chains, minimized division operations through precomputed recipro-
cals, and vectorized Minkowski metric calculations. HLS-based data movers (mm2s/s2mm) provide
64-bit AXI stream interfaces with II=1 pipelining.

4. Results

4.1 Resource Utilization and Performance

To evaluate the trade-off between pipeline depth and parallelism, we tested three configurations:
N=7, 10, and 17. Table 1 summarizes the resource utilization and performance results from cycle-
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accurate hardware simulation on the Versal VC1902 device (400 AIE tiles available).

Table 1: Resource utilization and performance for different pipeline configurations.

N Kernels Max AIE Time Aggregated CPU Speedup
(stages) (𝑀 × 𝑁) Cores [ns/evt] [ns/evt] [ns/evt]

17 68 5 1300 260 600 ×2.3
10 40 10 1300 130 600 ×4.6
7 28 14 1750 125 600 ×4.8

The aggregated time represents effective throughput when all available cores operate in parallel.
A key finding is that deeper pipelines do not necessarily improve performance—the 7-stage pipeline
achieves the best aggregated throughput despite slower single-core performance, demonstrating the
importance of optimizing payload per core.

4.2 Design Approach Comparison

Two approaches were evaluated: (1) a common processing core using only 4 AIE tiles but re-
quiring external control, which resulted in 70× slower execution than CPU (42 𝜇s vs. 600 ns); and (2)
a complete process pipeline distributing diagrams across stages, which eliminates communication
bottlenecks and achieves the speedups shown in Table 1.

4.3 Power Efficiency

The VCK190 platform operates at approximately 30–50 W, compared to 200–400 W for high-
end GPUs. Combined with the 4.8× speedup, preliminary estimates suggest energy efficiency
improvements of 2–5× for matrix element calculations.

4.4 Limitations and Future Work

Current limitations include: single precision (float32) vs. double precision in reference imple-
mentations, host-side wavefunction computation, cycle-accurate simulation results pending hard-
ware validation, and limited helicity filtering.

Future work will focus on: (1) moving all computations to AIE cores using particle momenta
as direct input, including external wavefunction calculations; (2) implementing full color matrix
computation for |𝑀 |2 on-chip; (3) finding optimal pipeline architecture by balancing payload per
core; and (4) evaluating performance for more complex processes with higher jet multiplicities.

5. Conclusions

We have presented a feasibility study for accelerating MadGraph matrix element calculations
using AMD Versal ACAP technology. The 𝑔𝑔 → 𝑡𝑡𝑔 process implementation demonstrates
that complex physics calculations can be effectively mapped to AIE architectures through careful
workload partitioning and streaming dataflow design. Hardware simulation shows that a 7-stage
pipeline with 14 parallel cores achieves a speedup of 4.8× compared to CPU (125 ns vs. 600 ns
aggregated per event). A key finding is that optimizing payload per core is more important than
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pipeline depth. This work establishes a foundation for FPGA/ACAP-accelerated event generation
in high-energy physics.
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