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Wisdom-of-crowds aggregation in citizen science relies on algorithmic processes to combine
many non-expert contributions into expert-grade outputs [1]. When aggregation methods require
large numbers of contributors, improvement efforts typically focus on refining the automation
itself. We instead identified a specific capability gap within an aggregation algorithm and proposed
a minimal human-in-the-loop (HITL) intervention targeted at that failure point. We applied this
approach to Beta Catchers, a citizen-science project in which volunteers annotate Alzheimer-
related lesions on whole-slide brain images to support studies of social and biological determinants
of Alzheimer disease. A recent pilot study found that 30 volunteers per image were needed to
achieve expert-level performance under the project's successive collapsing algorithm (SCA). We
traced this requirement to a brittle aggregation step that relied solely on spatial proximity to
determine whether nearby annotations referred to the same lesion. To address this limitation, we
proposed a HITL task in which volunteers would determine whether candidate annotation pairs
referred to the same lesion by viewing them in the context of the underlying image. To minimize
the burden introduced by the HITL task, we further developed a confidence-gated triage
mechanism in which empirically derived thresholds would automatically resolve high-confidence
cases and route only lower-confidence cases for human judgment. Because errors in this low-
confidence region appeared to account for much of the variance observed in the pilot study, we
hypothesized that improving pairwise collapsing accuracy could reduce required contributors
from 30 to approximately 10 per image. Applied to a 30-megatile pilot dataset, the triage
mechanism reduced this burden to under two minutes of volunteer work per image, preserving the
projected 3-fold throughput gain. This pattern of targeted HITL intervention may apply broadly to
capability gaps in wisdom-of-crowds aggregation algorithms.
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1. Introduction

Wisdom of crowds aggregation in citizen science is a layered process: volunteers contribute
observations, a machine combines those contributions into an expert-like crowd answer, and
researchers consume the result [1]. When aggregation methods appear inefficient or require large
numbers of contributors, improvement efforts typically focus on refining the automated
aggregation process itself. We instead identified a specific capability gap within the aggregation
algorithm and proposed a minimal human-in-the-loop (HITL) intervention targeted at that failure
point.

To support biomedical research investigating the social and biological determinants of
Alzheimer disease, we are developing a citizen science project called Beta Catchers, which aims
to crowdsource the histopathological analysis of human brain tissue by locating and classifying
amyloid lesions, hallmarks of Alzheimer disease [2]. In a pilot study, volunteers viewed a
"megatile", which is a 1536x1536 pixel microscopic image of stained brain tissue, and placed
point annotations indicating cored plaques and cerebral amyloid angiopathies (CAAs). Multiple
volunteers annotated the same megatile independently. A successive collapsing algorithm (SCA)
then combines these per-volunteer annotations into a single set of crowd-derived lesion locations:
at each iteration the closest cross-volunteer pair is merged into a weighted-centroid annotation if
their distance falls below a configurable threshold, subject to a same-annotator constraint that
prevents merging two annotations placed by the same volunteer (those presumably indicate two
distinct lesions).

The SCA uses distance as a substitute for visual judgment: it treats nearby annotations as
more likely to refer to the same lesion, even though it cannot inspect the underlying tissue. Figure
1 illustrates the resulting brittleness on a deliberately constructed example. Acting on distance
alone, the algorithm incorrectly merges a proximal pair, annotating two lesions as a single lesion,
and incorrectly reports a distant pair as two separate lesions. The underlying tissue, which the
algorithm never sees, reveals that the close pairs are in fact "different" lesions while the distant
pair sits on opposite edges of the same large CAA. No single distance threshold can reliably
resolve both, because same-versus-different ground truth is not a function of distance alone.

In the aggregate, using a distance proxy to discriminate annotations contributes noise that
averages to 1/Nm with cohort size m, which is the canonical rate at which the spread of an average
shrinks when m independent samples are combined. We confirmed this empirically on the pilot
annotations: log-log fits of cohort-to-cohort F1 variability against m yielded slopes of —0.52
(combined plaques) and —0.53 (CAA) over m = 3 to 26, within rounding of the —0.5 predicted by
independent averaging. Larger cohorts wash the noise out; smaller cohorts cannot. The binding
constraint on cohort size is therefore the algorithm's blindness to the image, not the difficulty of
the perceptual task itself, which a person who can see the image solves almost effortlessly.
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Figure 1. What the algorithm sees, what is actually there, the collapsing step, and what the algorithm
reports. (A) The distance-threshold algorithm's view: four annotations by two volunteers (yellow, green).
(B) The same annotations overlaid on the underlying tissue, which the algorithm cannot see. (C) two
proximal annotations are selected for collapsing. (D) The algorithm's report under distance alone: the close
pair is incorrectly merged and the distant pair is incorrectly separated.

We propose an intervention that replaces the single distance test with a HITL triage rule that
still uses a distance proxy to automate the high-confidence cases (very close or very distant
annotation pairs) and delegates only the low-confidence middle range to volunteers for a brief
"same or different?" judgment. Proximal and distal bounds are derived empirically from manually
labeled annotation pairs. We then simulate the human-work demand with the HITL triage rule
applied to the 30-megatile pilot dataset for cohort sizes from m =5 to m = 30. Herein we present
our methodology, projected cost/benefit analysis, and the open empirical questions facing the
planned HITL pilot.

2. Methods

2.1 The HITL triage rule

Given that the main factor driving the need for large numbers of independent annotations is
the use of distance as a substitute for visual judgment, and that this proxy fails in a predictable
subset of cases, the natural intervention is to embed human judgment at exactly the proxy step.
We introduce two distance bounds defining high-confidence regions: a proximal threshold, below
which the distance-based rule is overwhelmingly correct in classifying a pair as same, and a distal
threshold, above which it is overwhelmingly correct in classifying a pair as different. The interval
between them contains both same-lesion and different-lesion pairs, which precludes a distance
rule from reliably discriminating between them. Therefore, we need to put human eyes on the
annotation pairs within this low-confidence zone. We refer to the resulting mechanism as the HITL
triage rule, a Confidence-Gated Triage mechanism in which high-confidence cases are handled



Embedding human judgment in crowd aggregation Michelucci et al.

automatically and only lower-confidence cases are routed for human judgment. Three branches
result:

e Auto-merge when the distance is below the proximal threshold.

e Auto-separate when the distance is above the distal threshold.

e Defer to human when the distance is between the proximal and distal thresholds.

The resulting hybrid aggregation algorithm requires only a minimal change: the single-
threshold test in the SCA is replaced by the HITL triage rule, while all other steps remain
unchanged. The human-facing task is correspondingly minimal: the volunteer sees the two
annotations overlaid on the underlying tissue and clicks a SAME or DIFFERENT button
(illustrated in Figure 2), typically in a few seconds. This judgment requires little effort from
human observers, who can readily use visual context unavailable to the aggregation algorithm.
Computer vision could eventually close this gap, but only with substantial model development
and training, whereas humans do this easily.

A

Simple question: “same or different”

Simple question: “same or different”
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Figure 2. A simple same/different human-in-the-loop (HITL) task replaces the automated distance
threshold for low-confidence cases. (A) depicts a human volunteer clicking a "DIFFERENT" button in a
citizen science web interface to indicate that the two annotations refer to distinct lesions. (B) depicts a
"SAME" judgment, indicating that the two annotations mark the same lesion.

2.2 Empirical derivation of proximal and distal thresholds

Proximal and distal thresholds need to be established to determine when two annotations
fall within the low-confidence zone and require human-based analysis to determine whether or
not they point to the same lesion. To set these thresholds in a principled way, we built a browser-
based labeling tool and assembled stratified samples of cross-volunteer annotation pairs from the
megatile pilot. For each plaque type we defined six distance bands spanning the full range from
co-located to clearly distinct (for example, cored plaques: 0-5, 5-15, 15-30, 30-60, 60—120,>120
px; CAA bands were wider to match its larger lesion extent), drew 25 random pairs per band, and
labeled each as same lesion or different lesion with reference to the underlying tissue. The
resultant threshold calibration corpus contains 150 cored pairs (67 same, 83 different) and 150
CAA pairs (36 same, 114 different). We selected the operating proximal and distal thresholds by
sweeping candidate values against this corpus, choosing the most aggressive bounds (smallest
ambiguous zone) at which the empirical auto-resolution error rate remained at or near zero; results
are reported in Section 3.1.
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2.3 Task effort simulation

To estimate the volunteer effort introduced by the HITL triage rule, we simulated the SCA
with the embedded rule using the megatile pilot data. For each megatile and cohort size, the
simulation counted the annotation pairs that would have actually been dispatched to volunteers
and combined these counts with measured task times to estimate total volunteer time per megatile.
We assumed an average megatile annotation time of one minute per volunteer per megatile, based
on our megatile pilot data, and we assumed six seconds for each same/different judgment in the
HITL task, based on the duration of our in-house labeling of the threshold calibration corpus.

3. Results and Discussion

3.1 Operating points and the low confidence zone

Figure 3 shows the distance distributions for same and different pairs from the threshold
calibration corpus. Both plaque types exhibit a left-shifted same distribution, a right-shifted
different distribution, and an ambiguous zone of intermediate distances where both classes co-
occur. The ambiguous zone is the range to which the HITL triage rule routes low-confidence pairs
for human review. Comparing the manually labeled pairs across candidate threshold values
yielded the operating points shown in Table 1.
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Figure 3. Distance distributions of manually labeled same (teal) versus different (orange) annotation pairs in 560 X
416 px megatile coordinates, for cored plaques (left) and CAA (right). The gray ambiguous zone between the proximal
(dashed) and distal (dotted) thresholds marks where a distance-only proxy cannot reliably separate the two classes; its
wider extent for CAA reflects CAA's larger physical size.

Plaque type Proximal threshold Distal threshold Pilot pairs Auto-resolution
(auto-merge if <) (auto-separate if >) auto-resolved error rate
Cored 15 px 30 px 99.2% =0%
CAA 15 px 80 px 85.5% =0.7%

Table 1. Operating proximal and distal thresholds selected to minimize the ambiguous (low-confidence) zone while
maintaining a near-zero auto-resolution error rate on the threshold calibration corpus. Pilot pairs auto-resolved: share
of cross-volunteer annotation pairs from the 30-megatile pilot in the high confidence (auto-merge or auto-separate)
regions. Auto-resolution error rate: fraction of threshold calibration corpus pairs in the high confidence regions whose
human label disagrees with the automated decision.
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Both plaque types share a 15 px proximal threshold: at very short distances any two cross-
volunteer annotations point to the same lesion regardless of morphology. The distal thresholds
differ because cored plaques are small and roughly circular while CAAs have greater spatial
extent, so two annotations on the same CAA can legitimately fall 50-80 px apart; the wider CAA
ambiguous zone thus reflects CAA morphology.

3.2 Cost/benefit analysis

A potential consequence of introducing this HITL scheme is that the new pair-wise
comparison burden may simply offset the megatile annotation burden it seeks to remedy. We
explored this via simulation with the following results.

Applied to the 30-megatile pilot at m = 30, the iterative algorithm dispatches only ~17
same/different judgments per megatile to volunteers, scaling down with cohort size to =5 per
megatile at m = 10 (Table 2). Most candidate pairs never reach a volunteer: the proximal/distal
thresholds auto-resolve pairs outside the low-confidence zone, and the iterative merging removes
most remaining low-confidence-zone pairs in earlier rounds before a same/different decision is
needed. The more operationally relevant comparison is between the proposed rule at small cohort
sizes and the existing rule at m = 30 (Table 2 and Figure 4), computed as megatile annotation time
(one minute per volunteer per megatile) plus pairwise judgment time (six seconds per judgment).

Cohort Megatile Pairs/megatile Pairwise judgment Total volunteer time
size m annotation time dispatched to human time per megatile per megatile

30 30.0 min 17.2 1.72 min 31.7 min

20 20.0 min 11.8 1.18 min 21.2 min

10 10.0 min 54 0.54 min 10.5 min

5 5.0 min 2.3 0.23 min 5.2 min

Table 2. Projected per-megatile volunteer time under the HITL triage rule, by cohort size. Pair counts come from
iterative-collapsing simulation on the megatile pilot annotations (m = 30: cohort of all 30 volunteers; m € {5, 10, 20}:
averaged across 100 random subsamples each).

Two observations follow. The pairwise judgment burden stays under two minutes per
megatile at every cohort size, while megatile annotation time scales linearly with m. The
expectation of comparable accuracy at m=10 is itself a projection. Under the o o 1/N'm model and
the assumption that pair-decision errors account for about two-thirds of residual noise variance at
m = 30, the expected noise reduction yields an estimated cohort size of m=10 for expert-equivalent
F1. Operating at m=10 with comparable crowd-vs-expert accuracy would yield a 3-fold reduction
in per-megatile volunteer time relative to m = 30. These findings suggest that we can substantially
reduce cohort size by delegating low confidence comparisons to citizen science volunteers with a
highly favorable tradeoff between the reduction of megatile annotations and the addition of
same/different judgments.
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Projected per-megatile volunteer time under the three-tier rule
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Figure 4. Per-megatile volunteer time under the HITL triage rule, decomposed into megatile annotation time (purple,
1 min/volunteer) and pairwise judgment time (gold, 6 s/judgment), for cohort sizes m € {5, 10, 20, 30}. Pair counts are
simulated pairs actually dispatched by the iterative algorithm (Table 2). The judgment burden stays under two minutes
per megatile at every cohort size, so total volunteer time scales nearly linearly with cohort size.

3.3 Discussion

Human computation has often been framed around the principle that when a machine
process reaches a capability limit, human cognition can be introduced to address the gap [3]. Here
we apply that principle in an unconventional way by embedding human judgment not in the
primary task itself, but within the aggregation process that combines human contributions. This
pattern may generalize to aggregation methods where an algorithmic capability gap can be
selectively repaired through targeted human intervention.

The HITL triage rule is ready for deployment in a new pilot study that will evaluate its
practical effectiveness and impact on volunteers. Specifically, we will assess whether volunteers
find the new “same or different?” task engaging, given that it is briefer and more focused than
megatile annotation but also potentially more repetitive. We will also determine whether the
reduction in megatile-annotation effort outweighs the additional burden introduced by pairwise
judgments across different cohort sizes. Finally, we will evaluate whether expert-level
performance can be sustained at smaller cohort sizes under the hybrid aggregation algorithm,
thereby establishing a new minimum cohort size required for reliable crowd performance.

4. Conclusion & Future Work

We proposed that a brittle aggregation step in a wisdom-of-crowds algorithm can be repaired
in place by embedding a brief human judgment task at the exact point of failure. We anticipate
that this approach can preserve the benefits of automation where it is reliable, while selectively
employing human judgment where it is not. In Beta Catchers, this pattern is projected to lower
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the cohort size required for expert-like data quality from 30 volunteers per megatile to
approximately 10, a 3-fold increase in analytic throughput on the same volunteer pool. A
successful HITL pilot will enable us to move forward confidently with an end-to-end validation
study of our Beta Catchers citizen science project that includes the HITL task.

Down the road, the ‘same or different?’ judgments generated by the crowd could eventually
provide the training data needed to automate the decision-making in the low-confidence range.
The HITL triage rule is in this sense a scaffold that provides for its own eventual replacement via
automation.
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