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Radio detection of neutrinos remains the most promising technique for the detection of UHE
neutrinos. Construction of large-scale radio-neutrino detectors, however, is limited by logistics;
thus, optimization of the detector stations is the only way to enhance the science reach of future
radio detectors. Improving the trigger efficiency for faint signals is thus crucial. A complete digital
readout chain for the antennas enables the implementation of the trigger in the field-programmable
gate array (FPGA) logic, allowing for more flexible and advanced trigger decisions based on neural
networks. In a first approach, a conventional pre-trigger reduces the data rate to 10 kHz followed
by a second-stage CNN-based neural network that further reduces the trigger rate to 1 Hz. The
performance can be further improved by a continuously running CNN-based neural network that
operates directly on the raw data, but requires a more complex model to run on the FPGA.
Simulation studies suggest an enhancement in the neutrino detection rate by up to a factor of two,
translating into a factor-of-two improvement of most science objectives. We set up evaluation
boards in the lab and performed commissioning runs. The setup allows to quantify the operation,
power consumption, background rejection, and signal efficiency.
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1. Introduction

The existence of ultra-high-energy (UHE) cosmic rays suggests the production of UHE neu-
trinos when UHE cosmic rays interact with ambient matter. Several models for UHE neutrinos
have been proposed (see a review in [1]), however, the exact flux is unknown due to uncertainties
in the cosmic-ray composition. While astrophysical neutrinos have been observed by the IceCube
Neutrino Observatory [2], a UHE neutrino flux has not yet been measured, and limits on the UHE
neutrino flux have been placed by IceCube and other water-Cherenkov-based neutrino telescopes.
An exception is the recent obervation of a single neutrino by KM3NeT with a most probable energy
of 1.2 × 1017 eV [3].

The sensitivity to a UHE neutrino flux scales with the effective volume. For water and natural
ice, the effective volume is limited by the attenuation length of the medium and the number of
deployed sensors. Even with the proposed IceCube-Gen2 detector [4], the Cherenkov technique is
limited to an effective volume ofO(10 km3) at 1 EeV. Besides Cherenkov light, neutrino interactions
produce a time-varying charge excess resulting in coherent radio emission, known as the Askaryan
effect [5]. The attenuation length of radio signals in ice is 1 km [6], allowing for a much larger
effective volume for radio detection of neutrinos. Thus, radio detection of UHE neutrinos via the
Askaryan effect is the most promising technique to achieve a large effective volume.

In-ice radio detection of neutrinos also requires a large amount of natural ice, which is available
only in a few remote locations on Earth, e.g. at the geographic South Pole and on the Greenland
ice sheet. The remote location of the detector sites limits transportation of equipment and the time
available for deployment, which in turn limits the number of deployed antennas and thus the effective
volume. Therefore, optimization of the detector stations is the only way to enhance the neutrino
detection rate and thus the effective volume and the science reach of future radio detectors. The
trigger algorithm plays a critical role here, since it directly impacts the detection efficiency and thus
the effective volume. Improvements in trigger efficiency lead to improved physics performance [7].
The trigger algorithm needs to be self-triggered, low-power, highly efficient, and reduce bandwidth
to 1 Hz.

In this proceeding, we first review the classic trigger algorithm used in current radio neutrino
detectors, followed by a description of two neural-network-based trigger algorithms. We report
on a simulation-based performance comparison of the classic and neural-network-based trigger
algorithms and present plans for their hardware implementation and laboratory tests. We discuss
the neural network trigger in light of the IceCube-Gen2 radio array [4] and the Radio Neutrino
Observatory in Greenland (RNO-G) station layout [8] as references.

2. Classic Trigger

In RNO-G and IceCube-Gen2, the data bandwidth is limited. For IceCube, a 1 Hz noise trigger
rate is foreseen. The bandwidth limitation makes the trigger algorithm crucial. In addition, an in-ice
radio station has a very limited power budget, limiting the power for the trigger and data-aquisition
(DAQ) system.

The IceCube-Gen2 in-ice radio array design consists of shallow and deep stations, similar to
the RNO-G station layout. Shallow stations use four downward-facing LPDA antennas to form a
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Figure 1: Background trigger rate as a function of the threshold for the high-low trigger algorithm. Noise
includes the effects of the signal chain, including the amplifiers (blue) and an additional 200 MHz low-pass
filter (orange). Trigger rates are calculated based on the measured signal chain response function.

trigger decision, while deep stations use four dipole antennas spaced by 1 m on a vertical string.
The noise is dominated by thermal radio frequency (RF) noise from the ice itself. The current
trigger algorithm is based on prior experience from the ARIANNA, ARA, and RNO-G projects and
underwent several improvements already [9–11].

For shallow stations, the trigger is based on a high-low threshold trigger, which requires
temporal coincidence of a positive and negative excess in a single antenna, due to the bipolar
nature of the signal, and a temporal coincidence between two of the four antenna signals. The
trigger bandwidth is restricted to 80 MHz to 200 MHz, which yields significantly improved neutrino
sensitivity [9] compared to a trigger bandwidth of 80 MHz to 800 MHz. The noise trigger rate as
a function of the threshold for the high-low trigger is shown in Figure 1 for an amplification chain
with and without a 200 MHz low-pass filter. While the threshold in terms of VRMS is smaller for
the signal chain without a low-pass filter, the neutrino sensitivity is larger for a signal chain with a
low-pass filter.

For deep stations, the signals of the individual antennas are used in an interferometric phased
array, where synthetic waveforms are generated from the coherent sum of individual antennas to
increase the signal-to-noise ratio. The trigger condition is fulfilled if the time-integrated power in
any of the coherently summed waveforms crosses a threshold [12].

3. Neural-Network-Based Triggers

Offline analyses show that thermal noise can be rejected with high efficiency. Here, neural
networks have a huge potential, since they are very good at classification tasks. For a neural-
network-based trigger, a fully digital DAQ system is needed. Currently, trigger decisions are
formed from analog signals, and digitization only happens when the trigger decision is made.
Recent developments in low-power, large FPGAs allow the development of fully digital DAQ
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systems. In these systems, a neural-network trigger has to keep up with the incoming data rate,
placing tight constraints on the algorithm’s latency in addition to the power and data-bandwidth
constraints. In this section, we will investigate two different strategies for neural-network triggers:
a pre-triggered model and a continuous model.

3.1 Pre-triggered Neural Network

Complex neural-network triggers require a large number of numerical calculations, especially
multiplications and summations. These computational requirements introduce latency in the neural-
network evaluation, limiting the size of the usable neural networks. To keep up with the incoming
data rate, in a pre-triggered neural network, a classical high-low trigger is used to reduce the
incoming data rate to 10 kHz. Thus, the neural network needs to be evaluated only every 100 µs on
average. To avoid downtime, the neural network’s latency has to be of the order of 1 µs.

A 1-layer convolutional neural network (CNN) has been demonstrated already in [11] for
RNO-G deep stations. We continue this development by training similar CNNs on simulations that
include the signal-chain response for both shallow and deep stations.

We use a 1-layer CNN with 7 kernels, a kernel size of 5 and a stride of 2, followed by a max-
pooling with a kernel size of 2 and a fully connected layer. The input to the neural network consists
of 256 from each channel at 1 GHz sampling frequency. We use quantization-aware training with
the High-Granularity Quantization (HGQ2) package [13], which optimizes the bit-depth and thus
reduces the size of the neural network [14]. An early version has been implemented in VHDL by
custom code and fits on a Cyclone V FPGA. This approach achieves signal efficiency of 90 % at a
background reduction of 1×10−4, which yields the required final noise trigger rate of 1 Hz. Further
optimization of the network is ongoing.

3.2 Continuous Running Neural Network

The pre-triggered neural-network approach is fundamentally limited by the efficiency of its pre-
trigger algorithm. To overcome this limitation, a continuously running neural network is needed.
Such a network must be translationally invariant so that it can be evaluated on a stream of incoming
data while also providing a stream of scores or trigger decisions.

We use a two-layer CNN, where the first CNN layer has a kernel size of (5, 1) and is used
to recognize patterns in the time series of the individual channels. The second layer of the CNN
uses kernels with a size of (7, 4), which can also take time coincidences between channels into
account. The final score is obtained by a max-pooling layer over all features. A trigger decision is
made by comparing the final score with a configurable threshold. No activation function, such as a
sigmoid, is applied to the max-pooling output because this reduces computation. Since the sigmoid
is monotonic, its inverse can simply be applied to the threshold. Continuous CNN models vary in
the number of kernels used in the first and second CNN layers.

For practical evaluation, both in gateware and while training, the network is applied to overlap-
ping chunks of data. An example is shown in Figure 2, where simulated waveforms from the four
channels, with and without noise, are shown in the upper four panels. The CNN score evaluated
on chunks is shown in the last panel together with the configured threshold. Chunks that make a
positive trigger decision are filled in red.
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Figure 2: Continuous neural-network trigger: Channel amplitude as a function of time for a simulated signal
(red) and added noise (black) in the upper four panels. Signal labels are shown in the fifth panel. The
lower panel shows the neural-network score evaluated on overlapping chunks. CNN outputs that exceed the
threshold (gray dashed line) are filled in red.

Training of these models is challenging since for a 1 Hz trigger rate, there is one trigger every
1 × 109 samples (3.9 × 106 data chunks). This is a very unbalanced dataset. Classical binary
cross-entropy (BCE) loss does not perform well for this unbalanced task. We found that a hinge
loss, which penalizes incorrect predictions but does not reward correct predictions, performs better
for this task.

4. Performance comparison

Signal and noise simulations are used to compare the performance of the individual trigger
algorithms. Signals are generated using the NuRadioMC package [15]. Noise is simulated as pure
thermal noise. The signal and noise are convolved with the measured amplifier-chain response. For
each trigger algorithm, the threshold is chosen to give a 1 Hz trigger rate. For this threshold, the
detection efficiency for signal simulations with fixed neutrino energies is determined, and effective
volumes are calculated.

Figure 3 shows the ratio of the detection rate obtained with the neural-network trigger to
that obtained with the high-low (phased-array) trigger algorithm for shallow (deep) stations. For
reference, detection rates are calculated for signal amplitudes that exceed two (three) times the
VRMS of noise, which serve as benchmarks for optimistic (modest) improvements.

The performance gain depends on the neural-network size, which is estimated by the number
of floating-point operations (FLOPs) for the pre-triggered neural-network and FLOPs/ms for the
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Figure 3: Improvement in detection rate as a function of neutrino energy relative to the high-low trigger
(phased-array trigger) for shallow (deep) stations. Different trigger algorithms are given in the legend.

continuous neural-network. For shallow stations, the pre-trigger neural-network significantly im-
proves the detection rate and approaches the signal efficiency of a pure 10 kHz pre-trigger. Thus,
the pre-trigger neural-network effectively identifies nearly all signal events that pass the pre-trigger
and the pre-trigger neural-network approach is effectively limited by the pre-trigger efficiency. The
continuous neural-network trigger clearly outperforms the 10 kHz pre-trigger and is at the level of
modest improvements.

For deep stations, the phased-array trigger is already much more advanced and optimized than
the shallow-station high-low trigger. Thus, improving upon the phased-array trigger is significantly
harder. However, both the pre-trigger neural-network and continuous neural-network triggers out-
perform the phased-array trigger and the modest improvement benchmark. While the performance
of the pre-triggered neural-network and continuous neural-network triggers is very similar at neu-
trino energies of 1 × 1019 eV, the continuous neural-network trigger significantly improves the
detection rate at 1 × 1016 eV to 1 × 1017 eV.

While the continuous neural-network trigger outperforms the pre-trigger neural-network trig-
ger, the requirements on latency and power consumption are harder to fulfill for continuous neural
networks. These improvements in neutrino detection rate translate to improvements in all major
science objectives of IceCube-Gen2 [7].

5. Implementation and Laboratory Tests

To test the neural-network triggers, we use a Texas Instruments TSW14J58EVM [16] evaluation
module (EVM), which features a Xilinx Kintex UltraScale+ FPGA [17], in combination with a
Texas Instruments TSW12QJ1600EVM evaluation module [18], which features two ADC12QJ1600
analog-to-digital converters (ADCs) [19] with 12-bit resolution and sampling rates of up to 1.6 GHz.
The trained models are converted from Keras into C and subsequently into VHDL using hls4ml [20,
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21] and AMD Vitis software. The full gateware design provides the infrastructure to transfer data
from the two ADCs to the FPGA using the JESD204C serial interface protocol and to configure
and read out the trigger algorithms. The gateware is synthesized using Vivado [22]. The low-level
gateware implementation is in place, allowing waveforms to be triggered using a simple level trigger
and read out via a universal asynchronous receiver-transmitter (UART) connection.

We program an arbitrary waveform generator (AWG-5068D) from Active Technologies [23]
with simulated waveforms from NuRadioMC [15]. It can output waveforms at 6 GSa/s with 16 bit
resolution on 8 channels. The signal is attenuated by 60 dB and passed through the amplifier
chain of RNO-G, consisting of the IGLU and DRAB amplifiers modules [24]. Before the signal is
coupled into the ADC inputs via a balun, it is split for inspection with a Rohde&Schwarz RTO6
oscilloscope [25]. The ADC and FPGA evaluation boards and the IGLU and DRAB amplifiers are
powered by a Rohde&Schwarz HMP4040 power supply [26], which allows the power consumption
to be measured.

Initial commissioning of the setup was successful, and simulated neutrino waveforms could
be recorded using a simple level-trigger algorithm. Implementation of the neural-network triggers
in the FPGA gateware is ongoing. The setup allows us to measure the background rate, signal
efficiency at different neutrino energies, and power consumption. A freezer is available to test the
setup at temperatures down to −40 ◦C.

6. Conclusion

Optimizing the trigger efficiency of future in-ice radio neutrino arrays, such as IceCube-
Gen2, is crucial because it enhances the neutrino detection rate and thus the scientific potential at
effectively no additional cost. Neural networks are very efficient at discriminating thermal noise
and thus have a great potential to improve the trigger efficiency. For neural-network triggers, a fully
digital DAQ system is needed. Neural networks have to be capable of handling the huge incoming
data rate while simultaneously achieving good background rejection with low latency and within
a low power budget. Two schemes have been investigated: (1) a pre-triggered neural network,
where a pre-trigger reduces the initial data rate to 10 kHz; (2) a fully continuous model. Networks
have been trained on simulated data, taking signal chain characteristics and quantization of the
networks into account. The studied networks already achieve modest improvements over the classic
trigger algorithm. Neural networks are currently implemented in FPGA gateware using the hls4ml
software. Laboratory tests are currently set up to validate trigger performance when the networks
are implemented in FPGA gateware.
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