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The recent development of an IFT-based Bayesian method for (near-vertical) air shower recon-
struction with radio arrays in the 30-80 MHz band has enabled reconstruction of the radio footprint
and underlying shower parameters with an order of 1000 increase in speed as compared to the
classical simulation matching approach. We present improvements to the method, including an
updated parametrization of the fluence forward model and use of a Gaussian process for non-
parametric contributions to the signal model. These changes increase the precision of 𝑋max to
17 g cm−2 and in radiation energy to 6 %. Additionally, the method now provides ideal coverage,
without the need for calibration of uncertainties.
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1. Introduction

Dense radio arrays such as the LOw-Frequency-ARray (LOFAR) [1] are ideal instruments for
detailed air shower measurements, enabling high precision (19 g cm−2 [2]) in the shower maximum
𝑋max for showers with 𝜃 < 50◦. Sensitive to energies from the transition region between galactic
and extragalactic CRs, 1016.5 eV − 1018 eV, precise 𝑋max moment measurements can provide
vital information on potential source classes. This requires both a large dataset and a precise
reconstruction method. The current state of the art [2], based on directly comparing many simulated
air showers to data, is very precise, however it is both very resource-intensive, requiring expensive
CoREAS [3] simulations and it does not use all information available in data, while placing strict
cuts on event selection. The event selection cuts are mainly to prevent composition bias, however
reconstruction quality cuts discard an additional number of events.

With the emission mechanisms behind air showers being better understood and more parametriza-
tions being able to compare well in precision with CoREAS simulations [4, 5], the exploration of
Bayesian methods for reconstruction using differentiable forward models is a natural approach.
In [6], we recently proposed such a method based on the formalism of Information Field Theory
(IFT) [7], where a forward model containing fluence and signal timing parametrization along with
physics-informed priors is used. The IFT-based air shower reconstruction method achieved a pre-
cision in 𝑋max of 25 g cm−2 and in 𝐸rad of 12 %, along with an O(1000) runtime acceleration as
compared to the simulation-matching approach.

IFT is a framework for Bayesian signal inference, containing various variational inference
(VI) algorithms along with the possibility of defining non-parametric signals based on correlations.
These are defined via their power spectrum in Fourier space implying a priori statistical homogeneity
and isotropy. The power spectrum is parametrized as a power-law with additional modifications
modeled as an integrated Wiener process (IWP) making it a flexible and inferrable correlation
model. Signals are based on generative models, where a standard Gaussian is transformed into
the desired prior distribution. The posterior is then approximated using a variational inference, by
minimizing the Kullback-Leibler divergence between the true posterior and a family of distributions,
here Gaussians. The formalism is applicable for large-scale problems of up to 108 dimensions (e.g.
[8]), and its Python implementation NIFTy [9] leverages JAX [10] to allow GPU-acceleration.

While the power of a Bayesian reconstruction approach is that it handles the reconstruction
fully probabilistically and provides the full (approximate in the case of VI) posterior, the quality
of the forward model directly impacts the possible reconstruction quality, and priors need to be
formulated carefully. Before moving to a mass composition analysis, we found additional method
improvements to [6] that these proceedings will report about.

2. Re-parametrization of geoceLDF

During a comparison of the fluence parameterization, which is a differentiable re-implementation
of the geoceLDF model [4], we found a small tension between the parametric model and the sim-
ulations. Instead of correcting this mismatch at various places, we refit the model based on
our existing simulation library. This library contains proton and iron primaries of energies from
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Figure 1: Intrinsic model pre-
cision on radiation energy 𝐸rad
(top) and distance to shower
maximum 𝐷𝑋max (bottom). The
left side shows the original preci-
sion on LOFAR simulations and
the right side the precision after
re-fitting the model on the sim-
ulations. The pixel color repre-
sents the number of simulations
in that bin. During the fit of each
parameter, the other parameter
was fixed at the truth value.
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1016.5 eV − 1018 eV, produced using QGSJETII-04 [11] and was produced specifically for the
reconstruction of measured LOFAR events.

The geoceLDF model contains simulation-driven B-spline fits of ten parameters as function
of 𝐷𝑋max , the distance to the shower maximum in grammage. The original model has separate
branches of these splines, for both the Auger observational height of 1546 m a.s.l. and for sea level,
which corresponds approximately to the height of LOFAR. For the set of simulations the splines
were fit on, the quoted precision of the model is 4 % in radiation energy and 13.4 g cm−2 in 𝐷𝑋max .
However, a direct 𝜒2-fit to star-shaped CoREAS simulations at the LOFAR site reveals a much
lower energy precision and a systematic, 𝐷𝑋max dependent bias in 𝐷𝑋max (see Fig. 1, left).

The reason for this is likely the different magnetic field and atmospheric conditions, as the
geoceLDF model is based on simulations using the October Auger atmosphere. The LOFAR
simulation set that is used for the refit contains various LOFAR atmospheres throughout years,
which additionally allows the resulting refit model to account for atmospheric variations. The refit
splines, obtained following precisely the procedure described in [4], are shown in Fig. 2. The only
difference to the original method is that the parameters 𝑏ce and 𝑟ce

cut are also treated as splines rather
than the parametric functions the AERA-based parametrization assigned to them.

The precisions were later re-tested via the same 𝜒2-minimization on simulations, and yielded
a precision of 4 % in 𝐸rad, i.e. the same precision as the original model states, and a precision of
16.3 g cm−2 in 𝐷𝑋max- we attribute the loss in precision as compared to the original model to the
atmospheric variability present in the LOFAR simulation set.
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Figure 2: Model parameters as function of 𝐷𝑋max . The yellow dots each represent one simulation. The
refitted splines are shown via the green line, and the original parameter fit (spline or parametric) are indicated
by the black dashed line.

3. Using correlated fields as non-parametric modifications of the signal model

A strength of the IFT formalism is the so-called Correlated Field (CF). With it, the forward
model can become non-parametric. A CF is defined via its amplitude 𝐴, its spectral index 𝛼, and
its flexibility 𝛽 (how much the spectrum deviates from a perfect power law). For this, an integrated
Wiener process (IWP) 𝛾 is used:

log 𝑃(𝑘) = log 𝐴 + 𝛼 log
(
𝑘

𝑘0

)
+ 𝛾

(
log

𝑘

𝑘0

)
, (1)

and the root-mean-square of the IWP

rms[𝛾(𝑡)] ∼ 𝛽. (2)

The corresponding generative model is given by applying the square root of the power spectrum
mode-wise to a unit Gaussian field in Fourier space:

𝑠(𝑥) = F −1
[√︁

𝑃(𝑘) 𝜉 (𝑘)
]
, 𝜉 (𝑘) ∼ N (0, 1). (3)

The CF formalism is described in more detail in [12].
In the context of our forward model, correlated fields can serve multiple purposes. On one hand,

they can describe model-data deviations that are inevitable for parametric models. On the other
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Figure 3: Left: Fluence data of a simulated LOFAR event, with purposeful misextraction of fluence at some
antennas. Left Middle: Reconstructed correlated Field. Right Middle: Parametric reconstructed footprint,
without correlated field. Right: Posterior distribution of 𝑋max, with ground truth marked as vertical line.

hand, they can correct data extraction errors, broken antennas or station time offsets. Previously,
we had used a correlated field additively on the timing model to aid with data extraction errors
or detector-driven timing offsets. Using a correlated field to modulate the fluence model can be
risky, as it might modify the footprint shape which can lead to loss of precision in 𝑋max. At the
same time, not using a fluence correlated field can lead to optimizations for high-SNR events not
converging as here model-simulation differences are much larger and more correlated than the
modeled measurement noise. The solution is to allow the correlated field, acting as a multiplier
on the fluence model, to only modulate the fluence per point on average by 5 % and defining the
spectral index 𝛼 prior as large enough (𝛼 = −5) to not enforce correlations on the same spatial scale
as the 𝑋max dependence in the fluence model (i.e. smeared Cherenkov-ring). At the same time,
the prior width of the amplitude of the CF is intentionally kept broad to allow for potential large
deviations if they are favoured by the data, along with allowing flexibility from the perfect power
law.

Fig. 3 displays an example fluence CF from a simulated event where we purposely caused
pulse-finding to fail for many antennas, showing how the CF picks up the correlated defects and
the 𝑋max reconstruction remaining intact. The defects, being spatially correlated and large, cannot
plausibly be explained by the Gaussian noise in the likelihood. Without a correlated field, this
specific event would have trouble converging. At the same time, a CF without flexibility would not
be able to correct localized antenna-dependent defects given the large correlation length due to the
spectral index 𝛼, of which the prior is N(−5, 2.5). Short correlations therefore enter via the IWP.
As the fluence CF acts multiplicatively on the fluence model, a correction for energy is necessary.
Otherwise the CF might "steal" energy from the forward model. For this, we calculate the mean of
the correction of the CF for all data points, weighted by the signal strength of that data point, and
divide the reconstructed radiation energy by it. We find that this recovers the energy precision lost
by the degeneracy between signal strength and CF strength.

While the CF helps with reconstructions directly, future work might involve evaluating the CFs
of many measured events, both in ground coordinates to find potential bad antennas or absolute scale
differences in antennas, and in normalized shower coordinates to investigate data-model differences.
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Figure 4: Precision in 𝑋max (left) and 𝐸rad (middle) along with nominal vs empirical coverage (right). The
fitted robust Gaussian is indicated by a grey line in the precision plots.

4. Precision and coverage

The discussed changes in the forward model have been verified against a CoREAS simulation
set at realistic conditions (as described in [6]). Instead of constraining the core and direction
priors around the initial guess taken from either the particle detector estimate or a plane-wave fit
to timing data for the direction, the priors are intentionally left broad and instead the initial guess
is used as starting point for the optimization. This ensures that too narrow priors do not result in
underestimation of uncertainties and also allows events with a bad initial guess to still be able to find
the correct solution. The resulting precisions in 𝐸rad and 𝑋max are displayed in Fig. 4. The coverage
of the reconstruction is displayed in this figure as well. [6] used a post-reconstruction uncertainty
calibration to resolve undercoverage. Instead of calibrating post-reconstruction, the new forward
model contains explicit precision priors for 𝐷𝑋max and 𝐸rad that model the intrinsic floor precision
of the parametric models, which was the missing statistic before. The result is coverage consistent
with the nominal expectation across the tested range. We report a precision in 𝑋max of 17 g cm−2

and in 𝐸rad of 6 %, which is very close to the model precisions on the star-shape and suggests the
precision to be at least competitive with that of the simulation-matching approach for LOFAR [2].
Additionally, the zenith precision achieved is 0.5◦ and the azimuth precision 1◦, with an overall
core precision of 5 m.

The updated method was additionally tested on a previously analyzed LOFAR event set,
yielding good agreement between both methods. These results indicate that the method is ready for
application to the full LOFAR1.0 data set, which will be performed next.In the future, it will also
be used as a fast first reconstruction in the standard LOFAR processing pipeline for newly measured
events, allowing a precise first overview of measured events without dedicated simulations.
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