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Ultra-high-energy neutrinos provide a unique probe of the most energetic astrophysical accelerators
and of particle interactions at energies far beyond those accessible in terrestrial experiments. In-ice
radio detection is a promising technique for instrumenting the enormous target volumes required to
observe this flux, and several next-generation radio neutrino observatories, including the planned
radio extension of IceCube-Gen2, are entering their design and construction phase. We present
a differentiable end-to-end simulation and reconstruction pipeline that enables optimization of
the complete detector station layout. Building on a pipeline previously demonstrated for shallow
radio stations, we extend this framework to the deep component of the IceCube-Gen2 radio array.
We optimize deep station layouts starting from both the current IceCube-Gen2 design and an
alternative initial configuration, and discuss the resulting design trends as well as their robustness
to initialization.
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1. Introduction

Neutrinos are unique cosmic messengers that, because they are electrically neutral and interact
only weakly, can propagate over cosmological distances without being deflected by magnetic fields
and with little attenuation. Their arrival directions therefore point back to their production sites,
while their energies carry information about the most extreme environments in the Universe. At
ultra-high energies (UHE), above approximately 10 PeV, neutrinos probe both astrophysical particle
acceleration and fundamental physics, including neutrino–nucleon interactions at center-of-mass
energies well beyond the reach of terrestrial accelerators.

Since the expected UHE neutrino flux is small, the required instrumented target volume
is enormous. A cost-effective and scalable way to instrument such volumes is through radio
detection [1]. A UHE neutrino-induced particle cascade produces a coherent radio pulse through
the Askaryan effect, and the long attenuation length of radio waves in ice allows a single radio
detector station consisting of a handful to about 20 antennas to monitor several cubic kilometers of
target volume. The Radio Neutrino Observatory in Greenland (RNO-G) is currently being deployed,
while the radio component of IceCube-Gen2 is in the design phase [2]. These projects motivate the
development of systematic methods for exploring different detector designs and optimizing in-ice
radio detectors to maximize the scientific potential of the experiments.

The proposed radio station design for IceCube-Gen2, as shown in Figure 1, is based on physical
intuition and experience from pathfinder experiments such as ARA and ARIANNA. It consists of a
shallow component with antennas a few meters below the surface of the ice, and a deep component
on three borehole strings with antennas down to 150 m depth. One of the strings, the so-called
“power string”, is equipped with a phased array that triggers the deep part of the detector, while
the “helper strings” provide useful data for the reconstruction of signals. Three antenna types
are employed: horizontally polarized dipoles (HPols), vertically polarized slot antennas (VPols),
and log-periodic dipole antennas (LPDAs). The exact antenna configuration affects the effective
volume, the quality of neutrino signal reconstruction, and the sensitivity of specific physics analyses,
making it a natural target for optimization.

Conventional detector optimization studies rely on repeatedly simulating, reconstructing, and
analyzing Monte Carlo samples for a set of candidate detector geometries. This becomes pro-
hibitively expensive when many continuous detector parameters, such as antenna positions, must be
explored simultaneously. Instead, a differentiable computational chain from detector parameters to
a science-motivated objective allows gradients with respect to all design parameters to be calculated,
enabling efficient gradient-based optimization. Differentiable programming frameworks such as
PyTorch or JAX provide the tools to implement such computational pipelines. The optimization
can then be performed using stochastic gradient descent over batches of representative neutrino
interactions, updating the detector geometry in the same way that gradient-based methods update
the parameters of a neural network.

This concept was demonstrated in [3] and [4], where the first fully differentiable simulation
and reconstruction pipeline for in-ice radio neutrino detectors was presented, showing proof-of-
concept optimizations for the shallow component of the proposed IceCube-Gen2 radio stations.
In this contribution, we first summarize the differentiable pipeline and then extend it to the deep
component of the IceCube-Gen2 radio stations, for which we present initial optimization studies.
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Figure 1: Illustration of the planned hybrid (shallow and deep) radio station layout for the IceCube-Gen2
radio array [2].

2. Differentiable optimization pipeline

A schematic overview of the differentiable detector optimization pipeline is given in Figure 2.
As highlighted by the orange arrow, it is built in a way that allows for efficient automatic differentia-
tion, yielding gradients of the performance measure 𝑓 (𝜃) with respect to the detector parameters 𝜃,
which directly indicate how to improve reconstruction. In addition to the simulation chain, 𝑓 (𝜃)
may incorporate engineering costs and constraints, ensuring that the optimization procedure yields
layouts that are physically and economically viable. The pipeline starts with a pre-computed dataset
of in-ice neutrino interactions (vertex position, direction, and energy) that are known to trigger
the phased array on the power string. The antennas of this phased array are not modified during
optimization runs, decoupling the trigger simulation from the optimization of the antenna positions.
In the configuration used here, Askaryan emission is then calculated with a differentiable imple-
mentation of the Alvarez2009 model [5]. The emitted radio waves are propagated to the antennas
using a ray-tracing surrogate neural network. It replicates the iterative (and thus not analytically
differentiable) ray tracing that is required for complex refractive index profiles, as present in polar ice
sheets. Finally, the antenna responses are implemented through analytic approximations of complex
electrodynamic antenna simulations. From there, rather than differentiating through a full event
reconstruction, we use the Fisher information as a lightweight proxy for the reconstruction quality
[6], which yields the achievable uncertainty covariance matrix for all reconstructed parameters. In
this contribution, we choose the area of the estimated uncertainty contour of the neutrino direction
as the per-event reconstruction metric and objective function. To prevent individual events with
very large uncertainties from dominating the result, the optimization loss is defined as the batch
average of the logarithm of this area.
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Figure 2: Schematic of the differentiable end-to-end optimization pipeline.

To extend the pipeline to deep antennas, it is beneficial to reconsider the parametrization of
the detector geometry. In principle, every antenna has three spatial coordinates and three angles of
rotation. However, the antenna designs do not allow for arbitrary rotations in the boreholes, and
each antenna’s horizontal position is fixed by the string it is mounted on. Therefore, our deep-
station parametrization encodes the horizontal position of each string, the depth of its first antenna,
and the vertical separations between successive antennas. This reduces the optimization space to
12 parameters, makes the resulting parameters easier to interpret, and ensures by construction that
antennas assigned to the same borehole remain on one vertical string. Antenna orientations are held
fixed in the present study, corresponding to the restrictions of lowering cylindrical antenna modules
into a borehole.

An additional effect becomes relevant for deep antennas: due to the bending of rays in a
medium with varying density, a shadow zone emerges, from which no signal can reach a given
antenna. A neural network is trained to predict this reachability, given the depths of the interaction
vertex and antenna as well as their radial distance. Antennas in the shadow zone will have zero
signal and thus do not contribute to the Fisher information that determines the angular resolution.

These improvements to the pipeline enable efficient optimization of the deep component of
IceCube-Gen2 radio stations, which will be demonstrated in the following.

3. Optimization of a deep radio detector station

In this section, we describe the optimization procedure and show three example optimizations
of a deep radio detector station with different initial layouts and cost constraints.

The optimization uses a dataset of 10 000 fully hadronic neutrino events generated with
NuRadioMC that pass the fixed phased-array trigger. The full dataset was presented in [7]. The
shower energies cover the 1016.5 eV < 𝐸shower < 1017.5 eV range. In every step of the optimization,
the antenna parameters are updated with the Adam optimizer using batches of 512 events, and the
objective is the logarithm of the area of the direction uncertainty contour introduced above.

In the first optimization study, we initialize all 16 antennas at the reference IceCube-Gen2
deep-station layout and optimize them (excluding the 4 antennas belonging to the phased array)
with no additional constraints applied. Figure 3 shows the initial and final station layouts and the
trajectory of each antenna, both as a 3D view and as plane projections. It also shows the median
uncertainty contour area for each step of the optimization, which indicates substantial improvement
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and convergence after about 1000 iterations. The horizontal separation between strings increases,
while the vertical spacing of antennas on the helper strings grows noticeably.

This preference for a larger footprint is consistent with the previous shallow-station study [3]:
Increasing the separation between antennas provides a longer timing lever arm and samples the radio
signal at more distinct positions. Both effects improve the constraints on the incident wavefront
and hence on the neutrino arrival direction. In the deep geometry, the optimizer combines this
horizontal lever arm with greater vertical separation along the strings.
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Figure 3: Top left: Median area of the neutrino direction uncertainty contour estimated with the Fisher
information for each step of an optimization run of a deep IceCube-Gen2 radio station, initialized at the
reference station layout and with no cost function added to the loss. A moving average is applied to reduce
noise. Top right: 3D view of the initial and optimized station layout. The dashed lines indicate the trajectory
of each antenna. Bottom row: Projections of the initial and optimized station layouts and the trajectory of
each antenna.

The first optimization run resulted in some antennas being placed below −150 m. However,
drilling costs increase with depth. A separate study found the most cost-efficient depth to be
−150 m [2]. Hence, as a first demonstration of the ability to add cost constraints to the differentiable
optimization pipeline, we add a ReLU-like penalty term to the loss for antennas below−150 m in the
second optimization study. The corresponding loss curve and station layout are shown in Figure 4.
The resulting layout is overall consistent with the previous study without a depth-dependent cost
function, but the optimized antenna positions no longer protrude deeper than the reference layout.
Despite the cost function limiting the design space, the median directional uncertainty is improved
by an amount similar to that in the previous study. The cost function can thus successfully limit the
cost of the detector without substantially diminishing the gain in resolution.
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Figure 4: Top left: Median area of the neutrino direction uncertainty contour estimated with the Fisher
information for each step of an optimization run of a deep IceCube-Gen2 radio station, initialized at the
reference station layout and with a penalty added to the loss for antennas deeper than −150 m. A moving
average is applied to reduce noise. Top right: 3D view of the initial and optimized station layout. The dashed
lines indicate the trajectory of each antenna. Bottom row: Projections of the initial and optimized station
layouts and the trajectory of each antenna.

For the final optimization study, we investigate the impact of the initial configuration of the
antennas. Gradient-based optimization can depend on its starting point, especially when detector
constraints and shadow-zone effects make the loss landscape non-convex. To test whether the result
obtained using the reference layout as the initial configuration is merely a local minimum, we repeat
the optimization starting from a deliberately unfavorable configuration in which all antennas begin
at nearly the same position around (0, 20,−100 m), while leaving the previously introduced depth
penalty enabled. In this optimization, the learning rate was increased to obtain a convergence time
similar to the previous studies.

The resulting loss curve and layout are shown in Figure 5. Despite the strongly degenerate
initialization, the antennas separate into a geometry similar to that obtained from the IceCube-Gen2
reference layout, and the final directional uncertainties are comparable. The agreement between
these two runs indicates that the observed design trend is not solely inherited from the reference
geometry. It does not yet establish global convergence, but it is an encouraging first robustness
check, motivating systematic scans over additional initial conditions.
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Figure 5: Top left: Median area of the neutrino direction uncertainty contour estimated with the Fisher
information for each step of an optimization run of a deep IceCube-Gen2 radio station, where every antenna
was initialized close to (0, 20,−100 m). A moving average is applied to reduce noise. Top right: 3D view
of the initial and optimized station layout. The dashed lines indicate the trajectory of each antenna. Bottom
row: Projections of the initial and optimized station layouts and the trajectory of each antenna.

4. Conclusion

We have extended a differentiable end-to-end pipeline for in-ice radio detector design from
a simplified shallow station to the 16-antenna deep component of an IceCube-Gen2 station. This
enables gradient-based, end-to-end optimization of deep and hybrid in-ice radio neutrino detec-
tor geometries using directional reconstruction performance as the objective, while incorporating
geometric constraints and a depth-dependent cost.

The optimized layouts display clear and physically interpretable trends that are robust to
different initializations: the horizontal separation between strings and the vertical antenna spacing
increase. By following these trends, a substantial improvement in reconstruction resolution is
achieved. These results demonstrate the potential of differentiable optimization as a systematic
alternative to scanning discrete sets of candidate detector configurations.

Future work will explore additional parameters, such as the number of antennas per string,
the number of strings, and the antenna types. Systematic searches over initial conditions and
penalty strengths are needed to characterize the optimization landscape and quantify robustness,
and optimized layouts can be validated with conventional Monte Carlo pipelines. Finally, the
framework can be extended to optimize objectives directly related to scientific analyses, such as
diffuse-flux sensitivity, point-source discovery potential, or the precision of a neutrino-nucleon
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cross-section measurement. With these additions, the differentiable detector optimization provides
a general framework for systematically identifying candidate designs that maximize the scientific
potential of future in-ice radio arrays.
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